


Al Systems in a nutshell

The model is only a (small) part

User Interface / App
Chat, IDE plugins, web apps, mobile

Context Management / Orchestration —  System
System prompts, memory, RAG, routing

Tool Integration
Python sandbox, APIs, MCP, code execution

LLM (Foundation) —  Model

Transformer model, weights, inference

The LLM provides the intelligence, the system provides the capability
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LLM in one picture

“the hottest new programming language is English” — A. Karpathy

Transformer Model Raw Output

Inputs
> Prompt

Auto-regressive (predict next token)
"plans” in natural language

» Enabled Tools lteration 1 [} [l . B B Input token e s
v B Generated token

lteration 2 [ [ - (] @ Tool call token

|

Iteration n . ‘ . - .

() Tool response

Glossary

- Prompt (user provided input instructions), Context (extra text the model sees)
- Token (sub-word unit, model operates on tokens)

- MCP (generic interface / protocol to make any external tool available to an LLM)

Tools / Connectors
- External actions (HTTP, email, git, database, ...) exposed to the model
- On the fly code generation & execution
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Four-Act Structure

m Experience Weeks 1-2 L3Il Understand \Weeks 3-7

“The Wow and the Oops” “How Does This Actually Work?”

We USE Al tools before understanding them. We experience both the power and We learn foundational concepts: tokenization, embeddings, attention, context

the failures firsthand, creating the cognitive tension that motivates everything that windows, inference, hallucination mechanisms. Prompting is taught as the applied
follows. side of these fundamentals.

m Master Weeks 8-10 LA Govern \Weeks 11-13

“Wielding It Professionally” “The Bigger Picture”

We learn to evaluate Al output quality rigorously, integrate Al into real development We confront risks, security, organizational impact, and the economics of Al
workflows (IDE assistants, agentic pipelines, CI/CD), and measure productivity adoption. The course ends with you defending your own Al integration strategy.
impact.

Al AUTONOMY
) { ) ) ) )

Knowledge Partner Workflow Integrator Autonomous Agent

Hochschule Aalen | 4
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From Practice to Understanding

Act Il — Understand the model behavior

In Act |, you used Al tools and got impressive results — and puzzling failures.
Act ll: Understand the Model Behavior
= Four weeks to open the "black box" layer by layer

= No deep math — just enough to explain what you observed

= Every mysterious failure from Act | will have an answer

Today's layer: Embeddings and Entering the Transformer

Hochschule Aalen | 5
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_ LLMs are Next Token Predictors

= 0 . R
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The LLM forward path

START

<BOS>

dragon

Prompt = Raw Text

drinks

LAST TOKEN: “drinks”
[0.83, .47, -0.55, 0.39, -0.12, 0.68]

N é N\
\\
N4

<BOS> ©.12 -.34 0.56 -.78 ©0.91  -.23
dragon ©.67 -.11 .43 -.52 0.28 0.85
drinks -.39 .74 -.18 .61 -.45 .33

\. y,

3 tokens x 6 dims
multiply by

output weights ‘

(10%6 matrix)

V = 10, Vocabulary

Tokenizer

T = 3, tokens

mmmm) (| Token IDs

[0, 5, 6]

I EEEEEEEEEEEE NN E SN NN NS NN EEEEEEEEEEEEEEEEy

om0 o o o

U

~
Transformer

+ Position — encode word order

sssssnnnnnnnn®
ssssmsmsnsnnnnsn®

Inside:

Attention — tokens look at each other
FFN — process & refine

W

trained weights

S EEEEEEEEEEEE
YssmEEEEEEEEg

U 12% (GPT-2) ... 96x (GPT-3)

f‘:f

Embedding table E € RY*d = Ri0xé
d, d d d. d
0.z | 0. 056 | -e7m om | -
1: wizard ; ).

2: mixes 7S L 1 4

0.23

3: glawing .8
. . 4: potion 2 8.15 2 4
d = 6, embedding dim. EPP o on | o | s | aas | s
7:tre : : 2 14 )
ammd Embedding Lookup S
\\\ d = 6 columns (smbedding dimension)
~
~
\\
AN
\
\
/
’/
———"‘—
TRANSFORMER OUTPUT
<BOS> ©.08 0.15 -.42 ©.31 0.67 -.19
dragon ©.55 -.28 .71 -.63 0.44 0.92
drinks ©.83 ©.47 -.55 ©.39 -.12 0.68 1
N~~
S
~
~
~
~
~
J =
~,
\\
still 3 x 6 — same shape, new values AN
1
7
_———_——’

10 LOGITS (ONE PER VOCAB TOKEN)
[-1.2, o.5, -0.3, 1.8, 4.2, 0.1, -0.8, 3.1, 0.9, 1.1]

]‘ softmax

<BOS>

PROBABILITIES
potion = 62%

dragon drinks potion



https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#llms-are-next-token-predictors




Inside the Transformer

TRANSFORMER INPUT

(
<BOS> ©.12 -.34 @.56 -.78 0.91 .23
dragon .67 -.11 0.43 -.52 0.28  0.85
drinks ~-.39 0.74 -.18 0.61 -.45  0.33
\_

3 tokens x 6 dims

x{

XO — xél' € ]RTXd — ]RBX6

x3
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........ APPLY TRANSFORMER ... ... ...,
‘d'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.'.' :::: : TRANSFORMER OUTPUT
o N\
Transformer ( h
+ Position — encode word order e I - e 1
L < > o o =. o o =
Attention — tokens look at each other W ” dragon ©.55 -.28 @0.71 -.63 0.44 0.92
FFN — process & refine e s =
drinks ©.83 .47 -.55 0.39 -.12  0.68
U 12x (GPT-2) ... 96x (GPT-3) .:;"
5 \ )
. J

still 3 x 6 — same shape, new values

Introduce matrix notation — a

compact, precise description of the 2
layers that brings linear algebra to Z=|z)|€ RTXd — R3%6
bear and lets us snap back to the 2T

visuals whenever we need to.


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#inside-the-transformer

Inside the Transformer

XO € RTXd

Z € RT

o, L LRl —

TRANSFORMER INPUT B N TRANSFORMER OUTPUT
Transformer H

TRANSFORMER INPUT sy o2 -3 ese a8 eon m + Position — encode word order Es @os> ses a5 a2 em e
= |

d dragon NHERTNJESUEY QHAS bl NEco) JHSE - Attention — tokens look at each other w - drage R
X E ]RT X FFN — process & refine \sined weighiz i:

ragon 055 . 871 -
drinks -.3 ©8.74 -.18 8.61 -.45 9.33 | drinks ©.83 ©0.47 -.55 .38 -.12 6.68
© 12x (GPT-2) ... 96x (GPT-3)
3 tokens x 6 dims stil 3 x 6 — same shaps, new values

+ Position —

encode word
order

---------------------------
»

l Layer 1 Layer 2 : Layer N
Txd Attention — tokens look at Attention — tokens look at Attention — tokens look at
H1 E R - each other ‘ each other ‘ . B ‘ each other
FFN — process & refine FFN — process & refine . . FFN — process & refine

H; stands for hidden state at
Layer i

U
--------------------------

H, € RTXd Hy € R™4

A neural network is just function composition. Each layer is a
map between vector spaces (here R7*4), and the whole network

gm is f = fy oo f;. Stack enough layers and this composed
Hochs;hulei,en function becomes enormous — that’s the model.

UNIVERSITY OF APPLIED SCIENCES

TRANSFOMER OUTPUT

7 € IRTXd


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#inside-the-transformer

~  Embedding Vectors are Inputs

came ||

- to the Transformer
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Embeddings

Embedding table E € R"*? = R9%6 ¢ =6 columns (embedding dimension)
TRANSFORMER INPUT

d1 d2 d3 d4- dS d6
4 )
............................................................... 0: (BOS) 0.12 -6.34 0.56 -6.78 0.91 -0.23
<BOS>E .12 -.34 0.56 -.78 0.91  -.23 - .
L ernnnaes PO ceaes SOOI L o ae s POTIIOE 1: wizard -0.45 0.23 0.67 -0.12 0.34 -0.56
Txd ......................................................... :
XO E ]:R dragon ; @.67 -.11  0.43 -.52  0.28  0.85 3 2: mixes 0.78 -0.91 0.11 0.45 -0.67 0.89
......................................................... 3 3: glowing 0.33 .52 9.41 9.19 -9.83 0.07
drinks 39 0.74 18  0.61 45 0.33 &,
........................................................... 4: potion o e b as o oy o .
\ J 5: dragon 0.67 -0.11 0.43 -0.52 0.28 0.85
T=3 tokens x d=6 dims
6: drinks -0.39 0.74 -0.18 0.61 -0.45 0.33

The Embedding Dimension d — a Hyperparameter

= d defines the size of the vector used to represent each token.

= Each token is mapped to a vector in R<,

= |nformation is encoded in a distributed way across these d dimensions.
= |ndividual dimensions are usually not directly human-interpretable.

*6°e2%4%406° = Larger d allows richer representations but increases parameters and computation.
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https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#embedding-vectors-as-inputs

Embeddings

TRANSFORMER INPUT

p
<Bos>§ 0.12 -.34  0.56 -.78 0.91 -.23 ¢
Xo € R4 f f
0 dragon @ 0.67 -.11  0.43 -.52  0.28 0.85 :
I ».
drinks @ -.39 0.74 -.18 0.61 -.45 0.33 :

\.

» dragon ©.55 -.28 0.71 -.63 ©0.44 .92

T=3 tokens x d=6 dims

d = 6 columns (embedding dimension)

------------------
....................
.....
------
--------
-----
,,,,,
.
.
.
o
.
.
.
.
.
.
.
.
S
-
e

TRANSFORMER OUTPUT

<BOS> ©.08 ©.15 -.42 ©0.31 0.67 -.19

drinks ©.83 ©.47 -.55 ©0.39 -.12 0.68

d
\_ ZTE]RJ

still T=3 x d=6 — same shape, new values

The Embedding Dimension d — a Hyperparameter

= d defines the size of the vector used to represent each token.

= Each token is mapped to a vector in R<,

The transformer keeps the shape T x d

but updates the values using context.

At the last position T, the output vector
zr € R? is a contextual representation

of the sequence so far.

This vector is then used to predict the

next token.

= |nformation is encoded in a distributed way across these d dimensions.

= |ndividual dimensions are usually not directly human-interpretable.

*6°e2%4%406° = Larger d allows richer representations but increases parameters and computation.
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Embeddings

...............
----------------
--------
s LN
-----------
. LN
. o
-----
.
.
.
ot
.
.
.
.
.
.
.
S
-
e

TRANSFORMER INPUT TRANSFORMER OUTPUT
e ~ e ™
<BOS> : 0.12 .34 0.56 78  0.91 23 <BOS> ©.08 .15 -.42 ©0.31 0.67 -.19
X E [RTXd ........................................................... H
0 dragon } @.67 11 .43 52  0.28 0.85 dragon ©.55 -.28 0.71 -.63 .44 ©.92
drinks 39 0.74 18 0.61 45  9.33 drinks ©.83 ©.47 -.55 .39 12 0.68
d
zr € R
\_ y, \_ T Y,

T=3 tokens x d=6 dims still T=3 x d=6 — same shape, new values

d = 6 columns (embedding dimension)

V = Vocabulary 50,257 50,257 129,280 202,048

d = Embedding dim 6 768 12,288 7,168 5,120

Xa’::r:sEmbedding 60 38M 618M 926M 1,034M
‘ };{5%:{5%;{3 . Ratio=d/V 0,6 0,015 0,244 0,055 0,025

Hochschule Aalen
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The transformer keeps the shape T x d

but updates the values using context.

At the last position T, the output vector
zr € R? is a contextual representation

of the sequence so far.

This vector is then used to predict the

next token.

Because next-token
prediction means choosing
one token out of V
candidates, the model
needs a d-dimensional
representation rich enough
to encode the context and
separate the correct token
from all others.
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' Some Linear Algebra
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Inside the Layers we will do advanced Linear Algebra

Layer 1 Layer 2 : : Layer N
TRANSFOMER OUTPUT
Txd Attention — tokens look at Attention — tokens look at " Attention — tokens look at Txd
H1 € ]R ‘ each other - each other ‘ . : ‘ each other ‘ Z € ]:R
FFN — process & refine FFN — process & refine . FFN — process & refine
H; stands for hidden
state at Layer i
H2 = ]RTXd HN = ]RTXd

= Columns are transformed by left multiplication / Rows are transformed by right
multiplication.

= Ax is a linear combination of columns of A/ xTA is a linear combination of rows of A.
= XWWTXT stores all query-key dot products.
= Cosine similarity compares direction; dot product compares direction and magnitude.

= Self-attention is linear algebra plus softmax.

m; EXTRA MATH SLIDES

Hochschule Aalen | 16
UNIVERSITY OF APPLIED SCIENCES


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#stacking-vectors-and-right-multiplication
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/assets/pdfs/linear-algebra-transformers.pdf

Inside the Layers we will keep track of the Tokens

Layer 1 Layer 2 : : Layer N
: : TRANSFOMER OUTPUT
H1 = ]RTXd ‘ :;t(:ehnct)[(?]gr— tokens look at ‘ :;tcehnct)mgr— tokens look at ‘ ‘ :;tcehnct’mgr— tokens look at ‘ 7 € RTXd
FFN — process & refine FFN — process & refine FFN — process & refine
H; stands for hidden
state atLayeri =~ —————— 7 Ceneee
H2 = ]RTXd HN = ]RTXd
dl dZ d3 d= d12 288
-1 T A -9.39 0.74 -0.18 -0.45
hy
. -0.62 0.15 0.38 0.46
— T 4225: cat hj 0.67 -0.11 0.43 0.28
Hy = |hy = 2 e RT*d
5561: and hY, -0.39 0.74 -0.18 -0.45
_hT_ -0.62 0.15 0.87 0.46
0.67 -0.11 .43 .28
Keep track of which token each row belongs to —
J W, across 9very ma.trlx — so later we can tell which tokens
®
are talking to which. | 17
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https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#stacking-vectors-and-right-multiplication

Inside the Layers we will keep track of the Tokens

dy d; d3 d = dy2288

- hT - -0.39 0.74 -0.18 -0.45
1
. -0.62 9.15 0.38 0.46
T 4225: man h%, 0.67 -0.11 0.43 0.28
= X
Hy = |hy e RT*d

5561: woman hl, -0.39 0.74 -0.18 -0.45
h' -0.62 0.15 0.87 0.46
0.67 -0.11 0.43 0.28

Keep track of which token each row belongs to —
across every matrix — so later we can tell which tokens
are talking to which.

Every upcoming operation will preserve the row order:
row i always corresponds to token i. Attention mixes
information across rows, but the mapping stays — which is
how we later trace who attended to whom.

UNIVERSITY OF APPLIED SCIENCES
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Meaning Lives in Direction

The canonical embedding-space result: Vocabulary V = 50,257, Embedding Dimension d = 12,288
dl dZ d3 d12,288
king - man + woman = queen ]o; space \ 0.12 -0.34 0.56 0.91
-0.45 0.23 0.67 0.34
m -0.39 0.74 -0.18 -0.45
What It means 2235: function 0.33 0.52 -0.41 -0.83
=  Semantic relationships become directions in -0.62 0.15 0.38 0.46
embedding space. 0.67 -0.11 0.43 0.28
. 4226: woman -0.39 0.74 -0.18 -0.45
= Gender, tense, plurality, analogy — all encoded
-0.62 0.15 0.87 0.46
as offsets.
11255: python 0.33 0.52 -0.41 -0.83
= Nobody designed this — it emerges from training 0.67 - o o
on "which words appear near which” b - o .

Notebook: Open §2 in Colab — inspect nearest neighbors

Hochschule Aalen | 20
UNIVERSITY OF APPLIED SCIENCES


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#meaning-lives-in-direction-the-kingqueen-experiment
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb

Meaning Lives in Direction

if HAS EMBEDDINGS:
for word in ['python’', ‘king', 'paris’', ‘function’]:
neighbours = model.most_similar(word, topn=5)
print{f ' {word}:")

Model contains the loaded embeddings. for w, s in neighbours:
print(f’ fw:lss} (sim={s:.3f})")
print()}
most _similar with topn=5 returns the oython:
H H H H H H reticulated (sim=8.692)
embeddings with the largest cosine similarity to I (oino. e
1 php (sim=0.641)
the given word. phe Cino c30)
mouse (sim=0.628)
king:
prince (sim=8.824)
queen (sim=8.784)
ii (sim=8.775)
emperor (sim=8.774)
son (sim=0.767)
paris:
prohertrib (sim=@.8561)
france (sim=@.2a3)
brussels (sim=0.788)
amsterdam (sim=8.777)
trench (sim=8.774)
function:
functions (sim=8.933)
i.e. (sim=8.846)
functional (sim=8.827)

X : 2 o X hence (sim=0.823)
® W O parameters (sim=0.822)
O
Hochschule Aalen | 21
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https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#meaning-lives-in-direction-the-kingqueen-experiment

Meaning Lives in Direction

© if HAS_EMBEDDINGS:
for a, b, c in [
king - man + woman = queen ("king’, "man’, ‘woman'),
('paris', 'france', 'germany’),
("walked', ‘walking’, 'running’)},

If we add the embedding vector of woman to |, e e T,
the delta Vector of the embeddlng Vectors Of # compute model[a] - model[b] + model[c] and find the closest word
. . results = model.most_similar({positive=[a, c], negative=[b], topn=3)
king and man, we find that the closest print(f'{a} - {b} + {c} =')
. . . for w, s in results:
embedding vector in this vocabulary (w.r.t et isey (simgss 36
cosine similarity) is queen. prant0)
sss  king - man + woman =
gqueen (sim=8.852)
throne (sim=8.766)
prince (sim=8.759)
king = man
woman o= R paris - france + germany =
7 berlin (sim=8.920)
frankfurt (sim=8.820)
woman+(king—man) vienna (sim=08.818)
P Ki = ma walked - walking + running =
klng man run {S%m=@.?95)
ran (sim=8.795)
picked (sim=8.762)

bigger - big + small =
larger (sim=0.924)
smaller (sim=8.885)

® ®
d W . large (sim=0.884)
0CO00 x ®
®

Hochschule Aalen
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Meaning Lives in Direction

© if HAS_EMBEDDINGS:
for a, b, c in [
king - man + woman = queen ("king’, "man’, ‘woman'),
('paris', 'france', 'germany’),
("walked', ‘walking’, 'running’)},

If we add the embedding vector of woman to |, e e T,
the delta Vector of the embeddlng Vectors Of # compute model[a] - model[b] + model[c] and find the closest word
. . results = model.most_similar({positive=[a, c], negative=[b], topn=3)
king and man, we find that the closest print(f'{a} - {b} + {c} =')
. . . for w, s in results:
embedding vector in this vocabulary (w.r.t orint(f' {w-15s) (sim{s:.3¢})")
cosine similarity) is queen. prant0)
_________ king - man + woman =
""""""""" queen (sim=8.852)
throne (sim=8.766)
________________________ prince (sim=8.759)
king — man o
woman — R paris - france + germany =
7 berlin (sim=8.920)
frankfurt (sim=8.820)
woman+(king—man) vienna (sim=08.818)
P Ki = ma walked - walking + running =
klng man run {S%m=@.?95)
ran (sim=8.795)
picked (sim=8.762)

bigger - big + small =
larger (sim=0.924)
smaller (sim=8.885)

® ®
d W . large (sim=0.884)
0CO00 x ®
®
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Latent Space — t-SNE and UMAP

Embedding vectors live in ~768 to ~16,000 dimensions. Unreadable.

Two standard tools to project them to 2D / 3D for humans:
= t-SNE — preserves local structure. Good for "what clusters together?"

= UMAP — preserves both local and global structure. Faster. Current default.

You will run both in the lab notebook:
embed {king, queen, man, woman, Paris, France, Berlin, Germany, cat, dog, tree, forest, ...} ,

project to 2D, look at what ends up next to what.

The point: these are lossy pictures. Nearness in the plot suggests nearness in the real
space — but the real space always has the final say.

Notebook: Open §2 in Colab — latent-space visualisation

z::-oooxo 4
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https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#latent-space-visualisation-t-sne-and-umap
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#latent-space-visualisation-t-sne-and-umap
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#latent-space-visualisation-t-sne-and-umap
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#latent-space-visualisation-t-sne-and-umap
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#latent-space-visualisation-t-sne-and-umap
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb
https://l3gj0n.github.io/course-notebooks/lab/index.html?path=ai_supported_sw_dev%2Fact_2%2F03-embeddings-and-attention-playground.ipynb

Latent Space — t-SNE and UMAP

t-SNE projection of word embeddings

® code e
204 ® animals L A e
® numbers @7\ gpainggaly
@® countries §ons
. ‘ance
® cities & erlin
15 ® lors @=rmany @oscow
1 @ssia
‘:ndor\
gttawa [ ‘Dﬂ“‘)kyo
[ e @hina
10 [ 4 @eiing
di
@ne oen ave “‘Be”’”
. [
5| e o Y P
o7 e o e
c
3 glass @hile
g L
E frum
S 04 @gone
w
E ‘ ‘ flse
Fes
o @rint $ue
-5
0‘ ‘ear
—10 A dion "
‘rown ‘ger ‘.m‘s
o @ at
@lack oo @bt @V
[ ‘nrse
‘Iue ‘ed @nouse
=151 @anoe &l
‘i”k.urple
@0t
_20.
T T T T T
-10 -5 0 5 10

Hochschule Aalen

UNIVERSITY OF APPLIED SCIENCES

t-SNE component 1

UMAP 3D projection

code
animals
numbers
countries
cities
colors
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Inside the Transformer

TRANSFORMER INPUT

XO € ]RTXd

1 We skip positional
encoding for now and

+ Position — clarify this step in detail

encode word later
order

Layer 1
T X Attention — tokens look at
H1 E R d - each other -

FFN — process & refine

Txd TXd
Xo € R ZeR
TRANSFORMER INPUT TRANSFORMER OUTPUT
Transformer
+ Position — encode word order
<Bos> 8.1 <B0S>
Layerx N
— Attention — tokens look at each other agen =
FFN — process & refine
inks d ks 68
© 12% (GPT-2) ... 96 (GPT-3)
3 tokens x 6 di still 3 % 6 ne shap
------------------------ v,
L 2 : L N

Attention — tokens look at ‘

each other
FFN — process & refine

H2 € RTXd

H; stands for hidden state at Layer i

Hochschule Aalen
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- Attention — tokens look at
each other

FFN — process & refine

TRANSFOMER OUTPUT

7 € IRTXd
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APPLY TRANSFORMER

TRANSFORMER INPUT ot TRANSFORMER OUTPUT

Inside the Lavyers I I

— o
dragon [0-570 RSy | B-410) RSty (@281 |8.55 Attention — tokens look at each other w
FFN — process & refine

<BOS> .08 .15 -.42 0.3 8.67 -.19

B | o oss a em e s em

frained weights

drinks .39 874 -.18 8.61 -.45 6.3 drinks ©.83 8.47 -.55 8.3 -.12 0.68

©12x (GPT-2) ... 96x (GPT-3)

3 tokens x 6 dims still 3 x 6 — same shape, new values

Layer 1
Attention — tokens look at
H1 € IRTXd - eacholther - H2 € RTXd

FFN — process & refine

\
)

Attention 1 FFN 1
H1 € ]RTXd ) Attention — tokens look at ‘ FFN — process & refine — H2 € RTXd

each other
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UNIVERSITY OF APPLIED SCIENCES


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#inside-the-layer

Inside the Layers — Attention in its simplest forrrmlm

PUT
arinks -39 078 18 oe1 s 033
3 tokens x 6 c

Attention 1

Attention — tokens look at

== H, € R

each other
- PARAMETERS Attention 1
QUERY H,W; = Q, € R™4
Wl = RdXd >
¢ SCORE ROW-WISE [ 7.
KEY H Wl =K, € RTXd \/E
H, =) Wi e Raxd —K—1 > WEIGHTED
‘_, VALUES
I:i1 — AV1
VALUE levl =V, € RT*d
Wl € ]RdXd >
74 RTXd
N\ J

]RTXd

~

—) [,
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Inside the Layers — Attention in its simplest form

PARAMETERS 3 x d*

DETERMINES RELEVANCE
QUERY H,W; = Q; € R™¢

> 1 dxd >
Wo e R SCORE ROW-WISE RTXT
. Q, K ¢ RTXT | A = softmax(S) _
: ‘_. = — | € RTXT -
RT*d KEY Hw! = K, € RTxd vd RT*d
Hl “__. WI} R ;1 2 1 , WEIGHTED

‘_, VALUES |ummp fJ
Hl = A Vl 1
CARRIES INFORMANTIQN

E RdXd >
]RTXd

y
3

Q. =HWy,  Ky=HWg, Vy=H;Wy €R™

— K{
H, = softmax (Ql : ) Vv, €RT*d
Vd

Hochschule Aalen RTXT IRTXd | 31
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__ Understanding Attention
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Inside the Layers — Attention in its simplest form

7~

|74

Linear algebra collapses all the per-token
computations into a single formula you can
memorize — and that's the whole attention

ATTENTION
Query, Key, Value € R9*4
Txd Q=HW,
HeR — K=HWg ATTN(Q, K,V) = softmax (Q
V =HW, Vd

Q =HW,, K = HWy, V=HW, R

~ KT

H = softmax( )V e RTxd

Vd
‘ Y / mechanism.
]RTXT ]RTXd

Hochschule Aalen

UNIVERSITY OF APPLIED SCIENCES


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-attention-sub-block-with-shapes
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-attention-sub-block-with-shapes
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-attention-sub-block-with-shapes

Inside the Layers — Attention in its simplest form

( ATTENTION |
Query, Key, Value € R%x¢
H e RT*4 — Q =HW, 0K mm) [J c RTXd
K =HWg ATTN(Q,K,V) = softmax( )V
V == HWV \/E
G Y

Q =HW,, K = HWy, V=HW, R

. KT HW,W, HT
H = softmax (Q\/E ) V= softmax( Q\/EV )HWV = [W(H)]HW,, € RT*?

\ J
|

W(H) Thisis a weight matrix that depends on the
input H itself.
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A new kind of nonlinearity

Attention is nonlinear — but not in the way you’ve seen before

= In FFNs, CNNs, RNNs: nonlinearity comes from Layers in classical nets
e.g. ReLU or tanh applied element-wise on top of = 0'( H - W)

fixed weight matrices.
W is fixed: o is element-wise

= |n attention: the mixing matrix W(H) depends
on the input itself. The weights change with

] Attention Layer
every input.

H=W(H) -HW,

= Once W(H) is fixed, applying it to H is linear — W(H) depends on the input H
but computing W(H) from H is not. The full map
is a data-dependent linear map — a pattern
you’ll might meet again (hypernetworks, gating,
state-space models).

H thAcI
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Self-Attention: Projections (Row-wise)

Let H € RT*? be the input to an attention layer. With the projection matrices (layer parameter)
WQ € Rdxd} WK = Rdxd’ WV € Rdxd
Define

Q =HW,, K = HWy, V =HW,

Right multiplication transforms every token row into a query / key / value row. So, we have
Q,K,V € RT*? and the output of the layer is given as

~ KT HW, W,/ HT
H = softmax (Q\/E ) V = softmax( Q\/EV )HWV = [W(H)]HW, € RT*4

Hochschule Aalen
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Giving meaning to Attention

[ )

ATTENTION
Query, Key, Value € R%x4

Q - HWQ QKT ‘ I:i € [RTXd
K=HWg ATTN(Q,K,V) = softmax( )V
V=HW, Vd

H € IRTXd ‘

hi Wi
K= HWy = S (Wi hy, -, Wi hy]l = WeH =K'

h} Wy

hi Wy
ht Wy
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Giving meaning to Attention

H € IRTXd ‘

Hochschule Aale
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7

\

ATTENTION
Query, Key, Value € R%x4
Q - HWQ QKT ‘ I:i € RTXd
K =HWg ATTN(Q,K,V) = softmax( )V
V=HW, Vd
QKT [WI;rhll Tty nghT] :WI;I_H:KT
W, | [ WoWy hy hi WoWy hy
hiWq| | |hrWoWy hy hiWoW{ hy

|
The Score matrix

S



Giving meaning to Attention

[ ATTENTION )
Query, Key, Value € R%x4
Txd Q = HWQ T ‘ I:i = RTXd
ek - K =HWg ATTN(Q, K,V) = softmax (QK )V
V=HWy Vd
. (W hy, e W hy] = KT
QK k4, - kr | the key vectors
MWl a1 qy k4 q1 kr
Q = S E N : 5
hng q; Cl¥k1 CIT-I:kT
the query ‘ Y '
vectors

Wx The Score matrix S
. () 0-: OO0 x @, o
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Giving meaning to Attention

i ATTENTION )
Query, Key, Value € R%x4
Txd Q = HWQ T ‘ I:i = RTXd
HeR — K=HWg ATTN(Q, K,V) = softmax (QK )V
V =HWwW, Vd
. (W hy, e W hy] = KT
QK k4, - kr | the key vectors
hIWQ qI (q1, k1) (q1, kr)
Q = : =1 : : :
h;WQ q;: <qT' kl) <CIT' kT>
the query \ Y '
vectors

H‘:?f% The Score matrix S
. () 0-: OO0 x @, o
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Score Entry as an Inner Product

Rows of the projected matrices are

rowiof Q = hj Wy, row j of K = thWK.

The decomposition

Sii =qik = (hTWQ)(hTWK) = W WoW{h; = (WJh, W h).

A scalar product between the learned query vector WQT h; and the learned key vector WTh both
in R,

(The middle step uses the transpose rule (AB)T = BTAT.)

“Learned” is explained on the next slide.

Hochschule Acle
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Callback: Inside the Layers S

These parameters need to be determined in a practice called
training the neural network. Where they will be learned from real
Parameter: 3 x d? data. The layout of the function blocks (i.e. the layers) just

Wo, Wi, Wy € REX determine the model which has the chance by finding good values
for these parameters to solve the actual task we have in mind.
Here this was next token prediction.

7 Y
Attention 1
|Query, Key, Value € R%*4
=HW d
H, € RT*?  mum Q 1Wo KT ) H, € RTX
1 K=HWg ATTN(Q, K,V) = softmax <Q >V 2
V = H1WV \/a
\ J

Hochschule Aalen
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Aside: What 'learned' means

So far we've described the forward pass as a fixed
mathematical function. But that function has many free matrices
— Wy, Wk, Wy, and many more — whose values we have not
specified.

The architecture — the layout of the function blocks, the Q/K/V
split, where each matrix sits — defines which parameters even
exist. Without that design there would be no “learned query
vector” to look for.

The remaining job is to fit those parameters to data so the
model performs its task — for GPT-style models, next-token
prediction. This step is called training; we’ll return to how it
works.

Hochschule Aalen
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Wo, Wi, Wy, € R4

Parameter: 3 x d?

—)

N

Query, Key, Value € R%*d
Q= H1WQ
K= H]_WK
V = H1WV

Attention 1

ATTN(Q,K,V) = softmax(

T

Vd

),




Geometric Reading of the Score

In the query/key subspace R,

qi ki = llqillz ||K;]|, cos 6;;.

Two geometric readings

1. Projection. g/ k; is the length of the projection of g; onto the direction of k;, scaled by ||kj||2.

2. Magnitude x alignment. Large iff both vectors are long and they point similarly.

“Token i attends to token j” means: in the learned Q/K subspace, the query of i has a large
component in the direction of the key of j.

Hochschule Aalen
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Scores as a Learned Bilinear Form

SetM = Wy,W{ € R™% Then

The score matrix S is a learned bilinear form on the embedding space.

= Asymmetry. Ingeneral, M = MT,s0 S; j # §j — attention is directional. (“The cat chased the
mouse”: the relation between cat and mouse is not symmetric.)

= Low rank. rank(M) < d,. Factoring M into two d X d, pieces is an explicit rank bottleneck.

= Why two matrices, not one. W, and Wy can learn different embeddings for “asking” and “being
asked about” — the asymmetry is a feature, not a cost.

HthAcI |45



Why Dot Product, Not Cosine?

Self-attention uses q;' k;j, not cosine similarity — and the reason is not just computational cheapness.

Cosine throws away a learned degree of freedom

W, and Wy learn both the direction and magnitude of g; and k;. Forcing unit norm discards that.

Norms can meaningfully encode:

= ||g;|l — how strongly token i wants to attend somewhere
= ||k;|| — how loudly token j advertises itself

1

Ja

Numerical stability of the raw dot product is handled by softmax plus the —= scaling — cosine

normalization is not needed for that.

Hochschule Aalen | 46
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Giving meaning to Attention — Keys, Queries and Values

r \ [W{ hy, e W hs]
ATTENTION QK" [k k; | keyvectors

Query, Key, Value € R4*4 b '

Q= f{l4’Q T

K

K =HWg ATTN(Q, K, V) = softmax (Q )V MWl |ai (q1, k1) (q1, ks)

v =HW, vd =] z :
L ) h_sl_WQ qr (qs, k1) (qs, ks)

query vectors

TOKEN dl d2 d12,288
2234: the -0.39 0.74 -0.45

5561: cat -0.92 9.31 -1.25 -0.39 -0.92 0.27 -0.39 0.67

4225: sat .27 | -e.el 0.81 6.74 ochl -0.01 0.74 Sor

5561: on -0.39 0.74 -0.45

7162: it 0.67 -0.11 0.28 0.45 1.25 0.81 0.45 0.28
hy h, hs hy hs

. Each token needs to understand the
W‘ context in which it is surrounded.

Hochschule Aalen
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Giving meaning to Attention — Keys, Queries and Values

. N (W h Wy hs]
T K 1, ’ K5
ATTENTION QK [kl' . k5 ] key vectors
Query, Key, Value € R4*4
Q =HWj T
K T
K =HWg ATTN(Q, K,V) = softmax <Q\/E )V hq WQ q-1r (qq, k1) (qq, ks)
V. =HWy S E B : :
L ) h_SI_WQ q-5r (Qs: kl) (Cls; kS)
query vectors
TOKEN dq d, d12,288
o e E— KN N BN |
2234: the 0.21 -0.14 -0.12
5t 0.21 -0.14 3.27 -1.29 -1.67
5561: cat -0.14 -0.22 2.35
- -0.14 =@)o 272 -0.01 -0.77 0.31
4225: sat 3.27 -0.01 -0.81
5561: on h} -1.29 -0.77 2.45 615 5 3t o 81 . e
7162: it h? -1.67 0.31 -2.82
R — 7 ql qz q3 q4 q5
J H;.g.m " Query (Q). What am | looking for? — the First, we compute the learned query vectors for each
oo question a token is asking about its context. token (in parallel using matrix multiplication /W)

Hochschule Aalen
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Giving meaning to Attention — Keys, Queries and Values

r ) [W¢ h Wy hs]
T K "1, ’ K "5
ATTENTION QK [kq, . ks ] keyvectors
Query, Key, Value € R4*4
Q = HWQ T
K T
K=HWg ATTN(Q, K, V) = softmax (Q )V hWol a1 (q1, k1) (q1, ks)
v =HW, vd =] s :
L ) h_SrWQ qE (qs, k1) (qs, ks)
query vectors
TOKEN dq dy di2,288
A o= | = BN | |
58 2?22'34:;19 } 0-15.23 -1.11 0.33 1.39 -0.34 -1.03
42555561:031: . 3.11 -2.01 -1.52 -2.02 0.28 2.87
4
4225: sat : 0.01
I=5561:on 0. ) 22,21 -1.23 3.11 0.01 -2.21 -1.24
7162: it -1. : -1.24
........................................................ > kl k2 k3 k4 kS
g H;t:;.% " Key (K). What do | contain? — the Then, we compute the learned key vectors for each
OCO00) ' . . T .
o 44 advertisement a token publishes so that others token (in parallel using matrix multiplication /W y)

Hochschule Aalen
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Giving meaning to Attention — Keys, Queries and Values

T T
( ATTENTION ] ok” | Wihy Wi hs]
Query, Key, Value € R [k k, k3 k, ks] key vectors
Q = HW, 0K . q1] [[€au, k) (aqukz) (g ks) {qika)  {qu,ks)]
K =HWg ATTN(Q,K,V) = softmax( ) |74 hy Wo qz (@2 k1) (azk2) {d2,ks) (qzks) (qz ks)
V= HWV \/E : = qg <q3'k1> <q3rk2) <q3tk3) (CI3,k4) (CI3,k5>
hQWQ q; (qa k1) (qakz) {qaks) (qaks) (qa ks)
- o query vectors qs | (qs, k1) (gs,k2) {qs,ks) {qs,ka)  (gs, ks))

TOKEN dq d; d12288

z?on.al.,. A ‘ ‘ n_AC |

2?') A. e n

O 2234: the -1.23
5¢ — -1.11 — 0.33 — 1.39 — -0.34 — -1.67

42 5561: cat . 3.11

1A | 2 177 | 1 20 | 1 ~7 |

—1 -2.01 —] -1.52 — -2.02 — -90.77 — ©0.31

4z
I 4225: sat

5561: on -0. . -2.21
II — -1.23 — 3.11 — 0.01 ] 2.45 —1 -2.82

7162: it -1. c -1.24

8R0S0 Query (Q). What am | looking for?
W v (Q) J Each token needs to understand the context in

Kevy (K). What do | contain? .
Hochschule Aalen y (K) which it is surrounded. | 51
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Giving meaning to Attention — Keys, Queries and Values

T T

( ATTENTION ] ok” | Wihy Wi hs]
Query, Key, Value € R [k k, k3 k, ks] key vectors

Q = HW, 0K . q1] [[{au, k1) (aukz) (g1 ks) (qika) (q1.Ks)T

K =HWg ATTN(Q,K,V) = softmax( ) |74 hy Wo qz (@2 k1) (azk2) {q2,k3) (a2, ka)  (qa ks)

V= HWV \/E : = qg <q3'k1> <q3rk2) <q3tk3) (CI3,k4) <Q3,k5)

hQWQ q; (qa k1) (qakz) {qaks) (qaks)  {(qa ks)

- o query vectors qs | (g5, k1) {qs, k2)  (gs,k3) (gs,ka)  (qs, ks)

TOKEN dq d; d12288

—— EN KN @z |
2?',‘.‘.“ 4 S o | 1A | 2 177 | 1 20 | 1 o7 |
St 2234: the -1.23
5¢ — -1.11 — .33 —  1.39 — -0.34 — -1.67
42 5561: cat o 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 — .31
I 4225: sat 0.01 || | || || -
II5561:°" = : e — -1.23 — 3.11 —  e.o1 —  2.45 — 2.2
7162: it 1. : -1.24 q q q q q
ke, 2 L2 L2 ks
() @ .
?
° m o Query (Q). What am | looking for: “Token 1 attends to token 57 means: the query of 1 — g;has a
®

Foghesflariclan Key (K).  What do | contain? large component in the direction of the key of 5 — ks. | 52
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Giving meaning to Attention — Keys, Queries and Values

s

Query, Key, Value € R4*4

ATTENTION

ATTN(Q, K,V) = softmax <Q

K = HWy
V=HWy
.
TOKEN d,

2?') A. Sl

2?') A. e n

O 2234: the
5l

4% 5561: cat

4z
I 4225: sat

II 5561: on

7162: it

Hochschule Aalen

00000000000000000 SCIENCES

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors

. a1 |[{qu k1) {quk2) {qi,ks) (quka) (g1, ks)]

hl WQ q} (@2, k1) (g2, k2) g2, ks) (g2 ks)  {qa ks)

: = qg <q3'k1> <q3rk2) <q3tk3) <Q3,k4> (CI3,k5>

hg—WQ qi (Qar k) (qarks) qaks) qa k) {qaks)

query vectors _q'sl'_ _<CI5; kl) (CIS; k2> (CIS' k3> (CIS; k4> (CIS' k5>-
A e | aaa | 2w | 4 a0 | 2 ez |
— -1.11 — .33 —  1.39 — -0.34 — -1.67
— -2.01 — -1.52 — -2.02 — -0.77 —  0.31
— -1.23 — 3.11 —  e.01 —  2.45 — -2.82
q]kl q%(z Q%S Clzk4 CI?(S

“Token 1 attends to token 4” means: the query of 1 — g;has a
large component in the direction of the key of 4 —k,.

| 53


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-six-step-walk
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-six-step-walk
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-six-step-walk

Giving meaning to Attention — Keys, Queries and Values

T T
( ATTENTION ] ok” | Wihy Wi hs]
Query, Key, Value € R [k k, k3 k, ks] key vectors
Q = HW, 0K . q1] [[{a1, k1) (aukz) (Ga.k3) (d1.ka) (g1, ks)]
K =HWg ATTN(Q,K,V) = softmax( ) |74 hy Wo qz (@2 k1) (azkz) (a2 k3) (dz2.ks) (g2, ks)
V= HWV \/E : = qg <q3'k1> <q3rk2) <Q3,k3> (CI3,k4) (CI3,k5>
hQWQ q; (qa k1) (qakz)  (qaks) (qaka) (qa, ks)
- o query vectors qs | (g5, k1) (s, k2)  {qs,ks)  (qs ka)  (gs, ks))

- T ﬁ
- — L= BN |

222 4. aln 4 ‘ o AcC | |

9 2234: the -1.23 o
5¢ — -1.11 — ©.33 — 1.39 —  -0.34 — -1.67
42 5561: cat . 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 —  9.31
I 4225: sat 0.01 || - || || L
II5561:°" o : “2.21 { _1.23 3,11 { o0.01 —  2.45 1 2.82
7162: it -1. . -1.24 q q q q q
I, %, % %, %e
@ @ .
?
° m o Query (Q). What am | looking for: “Token 1 attends to token 27 means: the query of 1 — g;has a
()

Foghesflariclan Key (K).  What do | contain? large component in the direction of the key of 3 —k;. | 54
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Giving meaning to Attention — Keys, Queries and Values

s

Query, Key, Value € R4*4

ATTENTION

ATTN(Q, K,V) = softmax <Q

K = HWy
V=HWy
TOKEN

229.{. [ PN
229.{. [ "N
O 2234: the

SH
4% 5561: cat

7]
I 4225: sat
II 5561: on

7162: it

Hochschule Aclen

nnnnnnnnnnnnnnnnnnnnnnnnn

d;
o 2a |

aaa | aaa |
1.11 | -2.01
0.33 | -1.52
39 | -2.02
.34 | ©.28
1.03 | 2.87

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors
. q1] [[{au k) (quk2) (g1, ks) (quks) (qu ks)
hd_VVQ q} (@2, k1) a2 k2) (a2 ks) (g2, k) {qq ks)
N EAY (g3, k1) (g3, k2) (q3,k3) (q3,ks) (g3,ks)
/lEL@QZ qi (Gar k1) Aqa ko) (qaks) (qa k) (Ga,ks)
query vectors _q'sl'_ _<q5,k1> <QS;k2> <QS'k3> (CIS'kél-) (CIS'kS)-

ﬁ-n—

— -1.11

—1 -2.01

q]kl

2 177 |

0.33 —1 1.39
-1.52 — -2.02
3.11 — 0.01
q q

2 L2

1 20 |

—1 -9.34

— -90.77

] 2.45

Clzk4

1 ~7 |

-1.67

0.31

-2.82

CI?(S

“Token 1 attends to token 27 means: the query of 1 — g has a
large component in the direction of the key of 2 —k,.

| 55
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Giving meaning to Attention — Keys, Queries and Values

-
ATTENTION
Query, Key, Value € R4*4
K =HWg ATTN(Q,K,V) = softmax( )V
V=HWy d
\_
TOKEN dq d, d12288
229.{. Y N N "N ‘ o2 ‘ ‘ n C |
229.{. 'Y foNilinYal ‘ Fo Wil ¥, | ‘ ‘ 2 AC |
O 2234: the 1.11 -2.01 -1.23
5¢
47| 5561: cat 0.33 -1.52 3.11
/
I 4225: sat 1.39 -2.02 0.01
II5561:on 0.34 0.28 -2.21
7162: it 1.03 2.87 -1.24

Hochschule Aclen

nnnnnnnnnnnnnnnnnnnnnnnnn

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors
-QI- -<q1! kl) <Q1; kZ) (qll k3) (CI1J k4-> (CI1J k5>_
hiWol| |aF| |[{a2k1) (a2 k2) (azks) {qaka) (G2 ks)
N EAY (g3, k1) (g3, k2) (g3, k3) (g3 ks) (qz, ks)
hg—WQ qi (qar k1) (qakz) {qarks) (qa ks) (qs ks)
query vectors _q'sl'_ _<Q5;k1> <QS;k2> (qS' k3> <q5'k4> <q5'k5>-

— -1.11 ]

— -2.01 ]

q]kl

q%(z

0.33 —1 1.39
-1.52 — -2.02
3.11 — 0.01

Q%S

1 20 |

—1 -9.34

— -90.77

] 2.45

Clzk4

1 ~7 |

-1.67

0.31

-2.82

CI?(S

“Token 1 attends to token 1" means: the query of 1 — g,has a
large component in the direction of the key of 1 —k;.
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Giving meaning to Attention — Keys, Queries and Values

s

Query, Key, Value € R4*4

ATTENTION

Q = HW, 0K
K =HWg ATTN(Q,K,V) = softmax(
V=HWy
\_
TOKEN dq d, d12288
229,1. Y N ‘ ‘ n C | |
229,1. 'Y 2 AC
58 2234: the -1.23
5¢
4; 5561: cat 3.11
4;
I 4225: sat 0.01
II 5561: on -2.21
7162: it -1.24

Hochschule Aalen

00000000000000000 SCIENCES

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors
. q1] [[{q1. k1) {qu.kz) {quks) {quks) {qq ks)]
hl WQ q} (@2, k1) (g2, k2) g2 ks) (qu ks (g ks)
N EAY (g3, k1) (g3, k2) (g3, k3) (g3 ks) (qz, ks)
hg—WQ qi (qar k1) (qakz) {qarks) (qa ks) (qs ks)
query vectors _q'sl'_ _<Q5;k1> <QS;k2> (qS' k3> <q5'k4> <q5'k5>-

— -1.11 —1 ©.33 —1 1.39
—1 -2.01 —] -1.52 — -2.02
— -1.23 — 3.11 — 0.01

— -90.34 —1 -1.67
— -90.77 — ©0.31
— 2.45 —1 -2.82

“Token 1 attends to token j” means: the query of 1 — g,has a
large component in the direction of the key of j —k;.
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Giving meaning to Attention — Keys, Queries and Values

T T
( ATTENTION | ok’ | Wkhy Wi hs)
Query, Key, Value € R [k k, k3 ky ks] key vectors
Q = HW, 0K . q1] [[€au k1) (aukz) (qu.ks) (qika)  {qu,ks)]
K = HW ATTN(Q,K,V) = softmax< )V hiWol a3 ||{a2k1) (a2 kz) {azks) {azks) (qz.kKs)
V= HWV \/E : = qg <q3'k1> <q3rk2) <q3tk3) (CI3,k4) <Q3,k5)
hg-WQ qi (qa k1) (qakz) {qaks) (qaks)  {(qa ks)
- o query vectors qs | (g5, k1) {qs, k2)  (gs,k3) (gs,ka)  (qs, ks)

TOKEN dq d; d12288

229.{.“_,. A n_ALC
220‘.““ 4 ‘ S | Vo Wilho X | oW WV, | 2 17 | 1 270 | 1 £ |
9% 2234: the -1.23
5t — -1.11 — 0.33 — 1.39 — -0.34 — -1.67
420 5561: cat . 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 — .31
I 4225: sat . 0.01 || ] || | ||
II 5561: on -0. . -2.21 L1 _1.23 - 311 L | 9.01 L 2.45 L _-2.82
7162: it -1. . -1.24 q q q q q
ey 2 2 k, s
(] @ .
?
° m ° Query (Q). What am | looking for: “Token 2 attends to token 5” means: the query of 2—gq,has a
®

Key (K).  What do | contain? large component in the direction of the key of 5 — k. | 58
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Giving meaning to Attention — Keys, Queries and Values

T T

[ ATTENTION ) ok’ | Wkhy Wi hs)

Query, Key, Value € R [k k, k3 ky ks] key vectors
Q =HW, OKT - q1] [0 k1) {qu.k2) (qu.ks) (qu ki) (qu ks)]
K=HWg ATTN(Q,K,V) = softmax( ) |4 hi Wo qz (a2 k1) (azkz) {q2,k3) (G2, Ka) (42, ks)

V= HWV \/E : = qg <Q3,k1> <q3rk2) <Q3,k3) <Q3,k4> (CI3,k5>
hg-WQ qi (qark1) (qakz) (qarks) (qaka)  (qa ks)

N o query vectors qs | (g5, k1) {qs,k2)  (as,ks)  (gs,ka)  {gs, k)

TOKEN dq d; d12288

o N /
Z?OA.I-LA A n_ALC
Z?OAI“‘A 4 ‘ S | Vo Wilho X | oW WV, | 2 17 | 1 270 | 1 £ |
9% 2234: the -1.23
5t — -1.11 — 0.33 — 1.39 — -0.34 — -1.67
420 5561: cat . 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 — .31
I 4225: sat 0.01 || | L || ||
II 5561: on -0. . -2.21 L1 _1.23 - 311 L | 9.01 L 2.45 L _-2.82
7162: it -1. . -1.24 q q q q q
ey 2 2 k, s
@ J .
?
° m o Query (Q). What am | looking for: “Token 2 attends to token 4” means: the query of 2—gq,has a
®

Foghesflariclan Key (K).  What do | contain? large component in the direction of the key of 4 —k,. | 59
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Giving meaning to Attention — Keys, Queries and Values

7

Query, Key, Value € R4*4

ATTENTION

ATTN(Q, K,V) = softmax <Q

K = HWy
V=HWy
TOKEN

2?0‘. [ PN
2?0‘. [ "N

O 2234: the
SH

4% 5561: cat

7]
I 4225: sat
II 5561: on

7162: it

Hochschule Aclen

nnnnnnnnnnnnnnnnnnnnnnnnn

d;
o 2a |

aaa | aaa |
1.11 | -2.01
0.33 | -1.52
39 | -2.02
.34 | ©.28
1.03 | 2.87

Key (K).

Query (Q). What am | looking for?
What do | contain?

(WK Ry, Wy hs)
[k k, k3 k, ks] key vectors

q1] |[€qu k1) {qu,k2) {quks) {quks) {qq,ks)]
hiWol| [a3| |[¢a2ke) (az ko) [{@zks) (aakad (g2 ks)

: q3 (g3, k1) (g3, k2) (g3, k3) (g3, ks) (q3,ks)
hg—WQ qi (Gar k1) (qakz) (qaks) (qaks) (qa ks)

query vectors qs | (g5, k1) (s, k2)  {qs,ks)  (qs ka)  (gs, ks))

mﬁn—

QK"

— -1.11 —1 ©.33 —1 1.39 —1 -9.34 —1 -1.67
—1 -2.01 —] -1.52 — -2.02 — -90.77 — ©0.31
— -1.23 — 3.11 — 0.01 ] 2.45 —1 -2.82

q]kl CI%(Z Q%S Clzk4 CI?(S

“Token 2 attends to token 3” means: the query of 2—q,has a
large component in the direction of the key of 3 —k5. | 60
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Giving meaning to Attention — Keys, Queries and Values

7

Query, Key, Value € R4*4

ATTENTION

ATTN(Q, K,V) = softmax <Q

K = HWy
V=HWy
\
TOKEN d,

z?ﬁﬁ.ll—‘; o WilioYa ‘

z?ﬁﬁ.ll—‘; foNilioYa ‘ oW ¥, | ‘

O 2234: the
SH

4% 5561: cat

7]
I 4225: sat

I 5561: on

7162: it

dy
o 2 ]
1.11 -2.01
0.33 -1.52
39 -2.02
0.34 0.28
1.03 2.87

Hochschule Aclen

nnnnnnnnnnnnnnnnnnnnnnnnn

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors
. q1] [[{qu k) (qu,kz) (g, ks) (g ka)  {qu ks)]
hl WQ q} (a2, k1) (qz,k2) (a2, ks) (qz, ki) {qz ks)
N EAY (g3, k1) (g3, k2) (q3,k3) (q3,ks) (g3,ks)
hg—WQ qi (Gar k1) Aqa ko) (qaks) (qa k) (Ga,ks)
query vectors _q'sl'_ _<q5,k1> (CI5ik2> <QS'k3> (CIS'kél-) (CIS'kS)-

2 177 |

— -1.11 ]

— -2.01 1 -

q]kl

.33 —1 1.39
.52 — -2.02
.11 — 0.01
q q
2 L2

1 20 |

—1 -9.34

— -90.77

] 2.45

Clzk4

1 ~7 |

-1.67

0.31

-2.82

CI?(S

“Token 2 attends to token 2” means: the query of 2—q,has a
large component in the direction of the key of 2 —k,.
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Giving meaning to Attention — Keys, Queries and Values

( N
ATTENTION
Query, Key, Value € R4*4
K=HWg ATTN(Q,K,V) = softmax( )V
V=Hw, d
\_ )
2?')A. [ PN foNilinYal ‘ ‘ o ‘ ‘ ‘ ‘ n C | |
2?')A. [ "N foNilinYal Fo Wi ¥V, | o _AC
O 2234: the 1.11 -2.01 -1.23
5¢
42 | 5561: cat 0.33 -1.52 3.11
/
I 4225: sat 1.39 -2.02 0.01
II5561:on 0.34 0.28 -2.21
7162: it 1.03 2.87 -1.24

) @
|o|0!“i|;!.|;!
® OCO0O0) x O 0
Hochschule Aclen

nnnnnnnnnnnnnnnnnnnnnnnnn

Key (K).

Query (Q). What am | looking for?
What do | contain?

Q KT [WI;rhlf WIE_hS]
[k k, k3 k, ks] key vectors
q1] |[€qu k1) €qukz) (g, ks) {qu ks {qu, ks)]
hiWol| |aI| ||(@2a) (azkz) (azks) (d2.ka) {4a.ks)
N EAY (g3, k1) (g3, k2) (g3, k3) (g3 ks) (qz, ks)
hg—WQ qi (qar k1) (qakz) {qarks) (qa ks) (qs ks)
query vectors _q'sl'_ -<q5ik1> (CI5ik2> (qS' k3> <q5'k4> <q5'k5>-

ﬁ-n—

q]kl

— -1.11 ]

— -2.01 ]

CI%{Z

0.33 —1 1.39
-1.52 — -2.02
3.11 — 0.01

Q%S

1 20 |

—1 -9.34

— -90.77

] 2.45

Clzk4

1 ~7 |

-1.67

0.31

-2.82

CI?(S

“Token 2 attends to token 1” means: the query of 2—q,has a
large component in the direction of the key of 1 —k;.
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Giving meaning to Attention — Keys, Queries and Values

T T

[ ATTENTION ] ok” | Wihy Wi hs]

Query, Key, Value € R [k k, k3 k, ks] key vectors
Q =HW, OKT - q1] |[€qu k1) {qu k) {quks) (qu ki) (qu ks)]
K=HWg ATTN(Q,K,V) = softmax( )V hq Wo q; (g2, k1) (q2,k2) {q2,k3) {qz,ks) (G, ks)

V= HWV \/E : = qg <Q3,k1> <q3rk2) <Q3,k3) (CI3,k4) (CI3,k5>
hQWQ q; (qa k1) (qakz) {qaks) (qaks) (qa ks)

N o query vectors qs | (qs, k1) (gs,k2) {qs,ks) {qs,ka)  (gs, ks))

TOKEN dq d, d12288 ‘
SR ) ‘ - | the cat sat on it
Z?OAI“‘A ‘ S | Vo Wilho X | oW WV, | 2 17 | 1 270 | 1 £ |
9 2234: the -1.23
5¢ — -1.11 — ©.33 — 1.39 —  -0.34 — -1.67
42 5561: cat . 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 —  9.31
I 4225: sat 0.01 || - || || L
II5561:°" o : “2.21 { _1.23 3,11 { o0.01 —  2.45 1 2.82
7162: it 1. : -1.24 q q q q q
Ty %, ks k, ks
[ ) J .
? .
° m ° Query (Q). What am | looking for: “Token 2 attends to token j” means: the query of 2—q,has a
()

Hschehuiarielon Key (K).  What do | contain? large component in the direction of the key of j —k;. | 63
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Giving meaning to Attention — Keys, Queries and Values

T T

[ ATTENTION ] ok” | Wihy Wi hs]

Query, Key, Value € Réxd [k k, k3 k, ks] key vectors
Q =HW, OKT - q1] |[€qu k1) {qu k) {quks) (qu ki) (qu ks)]
K=HWg ATTN(Q,K,V) = softmax( )V hq Wo q; (g2, k1) (q2,k2) {q2,k3) {qz,ks) (G, ks)

V= HWV \/E : = qg <Q3,k1> <q3rk2) <Q3,k3) (CI3,k4) (CI3,k5>
hQWQ q; (qa k1) (qakz) {qaks) (qaks) (qa ks)

N o query vectors qs | (qs, k1) (gs,k2) {qs,ks) {qs,ka)  (gs, ks))

TOKEN dq d, d12288 ‘
SR ) ‘ - | the cat sat on it
Z?OAI“‘A ‘ S | Vo Wilho X | oW WV, | 2 17 | 1 270 | 1 £ |
9 2234: the -1.23
5¢ — -1.11 — ©.33 — 1.39 —  -0.34 — -1.67
42 5561: cat . 3.11
4 — -2.01 — -1.52 — -2.02 — -0.77 —  9.31
I 4225: sat 0.01 || - || || L
II5561:°" o : “2.21 { _1.23 3,11 { o0.01 —  2.45 1 2.82
7162: it 1. : -1.24 q q q q q
Ty %, ks k, ks
[ ) J .
? Ly}
° m ° Query (Q). What am | looking for: “Token 2 attends to token j” means: the query of 2—qg,has a
()

Moehacledion Key (K). What do | contain? large component in the direction of the key of j —k;. | 64
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Giving meaning to Attention — Keys, Queries and Values

T T
( ATTENTION ) 0 KT [Wi ha, Wy hs]
Query, Key, Value € Ré*d [k k, k; k, ks] key vectors
Q = HW, 0K . qi] |[{au k) {quk2) (quks) {quka) (g, ks)]
K = HW), ATTN(Q, K, V) = so&max( )V nWo| |al| [[{a2ke) (G2ka) (Gaks) {Gaks) (g2 ks)
V= HWy Vd o |=1al| [[{aa k) (@ak2) (s ks) (aska) {(qs k)
hg-WQ qi (qa k1) (qakz) {qaks) (qaks) (qa ks)
~ 7 query vectors _q'sl'_ _<CI5; kl) (CIS; kZ) (CIS' k3> (CIS' k4-> (CIS' k5>—

TOKEN dq d; d12288

2?9.1.".‘. A ‘ n_AC |
229.{.“.‘. ‘ o _AC |
b 58 2234: the 2 — -1.11 — .33 —  1.39 — -0.34 — -1.67
4‘4; 5961 cat i > — -2.01 — -1.52 — -2.02 — -0.77 — 0.31
I 4225: sat 0.01 | | L | L
II peeiien _ : 22t — -1.23 — 3.11 — .01 —  2.45 — -2.82
7162: it =il c -1.24
q q q q q
ke, 2 L2 L2 ks
() @ .
? (13 =) 1
° }:*‘.g‘.{:}if:%° Query (Q). What am [ looking for Token 1 attends to token j” — First row of QKT
®

Key (K). What do I contain? “Token 2 attends to token j” — Second row of QK " | 65
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Giving meaning to Attention — Keys, Queries and Values

r T T
ATTENTION Q KT (Wi ha, Wi hs]
Query, Key, Value € Ré*d [k k, k3 ky ks] key vectors
Q=HW, 0K . q1] |[€qu k1) (i kz) (quks) {quks)  {qu, ks)]
K=HWg ATTN(Q,K,V) = softmax( hq Wo q; (g2, k1) (g2, k2) {q2,k3) {q2,ks) (G2, ks)
V=HWy N EA Y (g3, k1) (g3, k2) {43, k3) (g3, ks) (g3, ks)
hQWQ qs (qa k1) (qak2) {qa,k3) (qaks) (qa,ks)
- o query vectors qs | (qs, k1) (gs.k2) {qs,k3) {qs,ka) (qs,ks).
TOKEN dy d, d12,288
2?').1.“.‘. N 20 n_7A o AC
9% 2234: the -1.11 -2.01 -1.23 e 2| s
58 — -1.11 —  ©.33 —  1.39 — -0.34 — -1.67
42 5561: cat 0.33 | -1.52 3.11
| — -2.01 — -1.52 — -2.02 — -0.77 — .31
I 4225: sat 1.39 -2.02 0.01 . | L || ||
II5561:on -0.34 0.28 -2.21 I I I I I I I
7162: it -1.03 2.87 -1.24

q q q q q
W, B, %, %, %
Query (Q). What am I looking for? “Token 5 attends to token j” — Fifth row of QKT
Key (K).  What do | contain? | 66
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Giving meaning to Attention — Keys, Queries and Values

T T
( ATTENTION ) 0 KT [Wi ha, Wy hs]
Query, Key, Value € R4 [k k, k3 k, ks] key vectors
Q = HW, OK™ . ai] |[{au k1) {quk2) (a1, ks) {quka) {q1,ks)]
K = HW), mwm@ﬁm:yﬂmm< )V WWo| |al| [[(G2k) (a2ka) (G2ks) {Gaka) (G2 ks)
V=HWy Vd N EA Y (g3, k1) (g3, k2) {43, k3) (g3, ks) (g3, ks)
hg-WQ qi (qa k1) Qe kz) {qaks) (qaks) (qa ks)
- o _q'sl'_ _<CI5;k1> (CIS; k2> <QS'k3> (CIS'kél-) (CIS'kS)—

query vectors

TOKEN dq d; d12288

z?on.al.,. A ‘ ‘ ‘ ‘ n_AC |

z?on.al.,. Vo Wil ¥ | o _AC |

N 5¢ 2234: the ] 2o 2 — -1.11 — ©.33 —  1.39 — -0.34 — -1.67
4:4: 5561: cat . -1.52 3.11 I I L o I o a
II 4225: sat -2.02 0.01 | | L | L
II pasteen _' 0-28 22t — -1.23 — 3.11 — .01 —  2.45 — -2.82
7162: it =il 2.87 -1.24
q q q
e, %, L2 ky ks
() @ .
5 }:%’.g‘.{:}if:?° Query (Q). What am [ looking for? “Token i attends to all other token” — ith row of QK"
° Key (K).  What do | contain? | 67
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From bidirectional to causal attention

= So far, we computed scores for all T x T pairs — every token attends to every other
(bidirectional, like BERT).

= But our goal is a next-token predictor (GPT, decoder-only): a function that takes only the
past as input and predicts the next token.

= Example — from “The cat sat on it”, after seeing {The, cat, sat} the model must predict the
next token — ideally “on”. So “on” and “it” are exactly the answers we are trying to produce.

= Why not just use everything available? Because at inference the future does not exist yet
— the model has to work from past tokens alone. During training we do have the whole
sentence in memory — but if we let the model peek at it, we would learn a different function
than the one we are forced to use at inference. The model would also trivially copy the answer
(“on”) from its own input and the loss would collapse.

= So, we deliberately handicap training to match inference: hide every token strictly to the
right of the current position, so the model is trained on exactly the same inputs it will see when
generating.

. — We need to constrain attention to be causal.
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Masked (causal) self-attention

7

CAUSAL ATTENTION
Query, Key, Value € R4*4
K =HWg ATTNy(Q,K,V) = softmax
V=HW,
\_
TOKEN dq d, d12,288
2?')[- [ PN A ‘ n_ALC |
2?')[- [ "N A ‘ o _AC |
58 2234: the -1.23
5¢
4% 5561: cat 3.11
4:
I 4225: sat 0.01
II 5561: on -2.21
7162: it -1.24
@ B .
B35S 080N Query (Q). What am I looking for?
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Key (K). What do I contain?

Q KT [ng_hl, WIE_hS]
Lk k; k3 ky ks] key vectors
41| (q1, k1) —0o —0o —00 —59 |
hIWQ q; (q2,k1) (q2,k2) B —00 —00 —o0
Po|F e (q3, k1) <Q3;k.g)"” (q3,k3) (g3, ks) (g3, ks)
W | |ai| |[aek) (4t (quks) {aske) {(qaks)
_qg_ (g5, k1) ‘.,.(’qs; ky) (qs,ks) (qs, ki) (qs,ks)]

query vectors

0

X

Causal: Position 2 (cat) can only attend to positions 1
and 2 (the, cat).
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Masked (causal) self-attention I-The 2cat  Gsat 4on it
1-The S =00 —o0 ) )
QK"+ M
ATTN(Q,K,V) = softmax v,
\/E 2-cat S S —00 —00 -0
Mif = =% ] > 1, 3-sat S S S —o0 —o0
M;; = 0, else
4-on S S S S —c0
= Add a mask M to the score matrix before the softmax. 5.it S S S S S
= Upper-triangular entries become —~ — softmax sends
them to 0. Score matrix S with causal mask M applied
T
= Position / can only attend to positions 1, ..., /. S >QK +M
= Shapes of Q, K, V and the 0(T?#) cost are unchanged — Egl'f; (q_o; ) :z :z :z
only the score matrix is masked. (qikb <q§:k§> o

(qa, k1) (qukz) (qak3) (qa ky) oo
{qs, k1) (qs,kz) (gs,k3) (gs,ks)  {qs, ks)]
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Why upper-triangular? Convention vs. real structure

The convention part

The choice of “upper triangle = future” comes from how we lay out the score matrix on paper:
= Rows indexed top — bottom in time order (row 1 = first token, row T = last token)

= Columns indexed left — right in the same time order (col 1 = first token, col T = last token)
= Entry S[i][j] = how much query i attends to key j

Given this layout, j > i — keys that come after the query in time — lands in the upper-right triangle. Transpose the matrix, or read tokens right-to-
left, and the masked half lands in a different corner. The math is identical; only the visual orientation changes.

The non-convention part

What is not convention is the asymmetry itself. Causality treats the two indices differently:
= The query index i is “the position currently making a prediction”

= The keyl/value index j is “the position whose information might be used”

= The constraint j =i is a statement about time, not about matrix geometry

So the existence of a triangular mask is a real semantic property of the architecture — information flows forward in time only. Drawing it as the
upper-right corner is just the same left-to-right, top-to-bottom convention that makes English read that way and timelines run that way in textbooks.

Every framework (PyTorch, JAX, TF) builds the mask as torch.triu(ones, diagonal=1) * -inf — “upper triangle above the diagonal’.
Standard enough that papers and library APIs all agree, but a notational standard, not a mathematical necessity.
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When is the mask applied? Training vs. inference

All T tokens fed in parallel.

Mask prevents position j from
cheating by looking at the ground-
truth token /+1 in its own input.

Without it, the loss would collapse
to zero — the model just learns the
identity.

Hochschule Aalen
UNIVERSITY OF APPLIED SCIENCES

Training (teacher forcing) Inference — prompt prefill Inference — decoding

All T prompt tokens pushed through
in one pass.

Mask still required so every position
is causally consistent with how
the model was trained.

Removing it would leak future
prompt context into earlier positions
— out-of-distribution.

Generation is autoregressive: at
step t+1 the model has produced
tokens 1, ..., t and must predict the
next.

The new query (length 1) attends
over positions 1, ..., t — exactly the
past.

Causality is the same constraint
as in training and prefill — the
mask is part of the architecture and
applied in every forward pass. The
only difference at decoding is that
there are no future tokens in this
particular input, so the upper
triangle of the new row is empty.

The mask is a property of the decoder-only architecture — not just a training trick.
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Giving meaning to Attention — Keys, Queries and Values

[ ATTENTION | okt | Wehy W hs]
Query, Key, Value € R [k k, k3 k, ks] key vectors
DETERMINES RELEVANCE . ~ =
Q = HW, T KT . a1] |([{q1.k1) (ai,kz) (au.k3) (qi.ks)  (q1,ks)
K=HWg ATTN(Q,K,V) = softmax( ): hl WQ q; (a2, k1) {q2,kz) (q2,k3) (a2 ks) (qz, ks)
V=HWy i___________ﬁ___: N (@3.k1) {qs, kz) (g3, ks) (q3.ks) (qs, ks)
hsWol laif |J9aka) {da ko) {qsks) {ds ka) (qu ks)]
- g query vectors g5, __.._'SflE’LZC_l_)___<_q5_’_]fgZ___<fl_5_'Z(_?’)___<_q5_'_]f‘_*2___<g_5_'_k_5_>_'___i
ana | aas | 2 am | 4 na | aco |
For query it, lets look at the o111 | 6.33 — 139 | [ 6.3 | [ -1.67
complete context and what | 261 | | 152 | | -2.02| | -0.77 | [ e.31

will be attended the most too. I L[ T L[ |

— -1.23 — 3.11 — 0.01 ] 2.45 —1 -2.82
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Self-Attention: Scores, Scaling and Softmax

For query it, lets look at the complete context and what will be
attended the most too. Example (g, kc.) = 12.8

Fifth row of QKT — raw scores for query it

3.2 12.8 5.6 2.4 7.2

highest — cat

Promising — but raw scores are not weights yet: unbounded, can be negative, do not sum to anything
meaningful. Two more steps polish them.

Hochschule Aalen |
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Self-Attention: Scaling by Vd

QK"
Vd

Before turning the scores into weights, divide by v/d. With d = 64, \/d = 8. S/ —

5.6 2.4

raw (S) 3.2 12.8 7.2
+Vd
scaled (s) | 0.40 1.60 0.70 0.30 0.90
Ranking preserved. cat is still the highest — same factor Spread shrinks. max—-min: 10.4 — 1.3. The maximum
on every score. range should be kept as small as possible for numerical

stability.
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Self-Attention — with Queries and Keys determine Relevance

Five reals are not weights. Apply softmax: exponentiate (everything positive, KT
big numbers get disproportionately bigger), then normalise so the total is 1. A= softmax( \/E )
scaled (S)) 0.40 1.60 0.70 0.30 0.90
softmax
o o o) 0 o
attention (a;; ) 1 2 A) 40 /0 1 6 /0 1 1 /0 20 A) 2=1.00
_—— I I ——

No rules, no dictionary, no parse tree. Just dot products and softmax — and the model puts 40 % of it's attention
onto cat, the largest share of any word.
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Self-Attention — with Queries and Keys determine Relevance

Five reals are not weights. Apply softmax: exponentiate (everything positive, KT
big numbers get disproportionately bigger), then normalize so the total is 1. A = softmax 7

§
QK" [k, k, ks Ky ks] softmax( Vd ) [the cat sat  on it ]
1] |[awky) (quk2) (quks) (quks) (quks) 'the) | [0:39° 0.18 0.16 0.13 0.147

q; (q2,k1) (q2,k2) (g2, k3) {qa2,ks) {42, ks) cat 0.16 0.36 0.24 0.11 0.12
a3 (g3, k1) (a3 k) (3. ks) (gs.ks) (gs ks) » sat| | 10.12 [0.29 [0.32 017 0.11
di (Qa k1) (qak2) Qe k3) (qa k) (qa ks) on 012 014 026 031 0.17
g5 | (qs, k1) (s, k2) (qs,k3) (g5, ks) (g5 ks). L it 10.12 0.40 0.16 0.11 0.20.
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Self-Attention — with Queries and Keys determine Relevance

[ ATTENTION ) - ﬂ Il N
Query, Key, Value € R9*4 ] o ]
DETERMINES RELEVANCE | || ||
Q = HW :“““““-Q-I-{-T“E — -1.11 — ©.33 1.39 -0.34 -1.67
K =HWg ATTN(Q,K,V) =isoftmax< >: — -2.e1 — -1.52 — -2.02 — -0.77 —  0.31
V=HWy L----------ﬁ---: — — — — —
. . — -1.23 — 3.11 — 0.01 — 2.45 — -2.82
q q q q q
Each token needs to understand the ]k1 2kz ?ks 7‘4 51‘75
context in which it is surrounded. ‘
Query (Q). What am | looking for? — the QK'
question a token is asking about its context. A = softmax Jd [the cat sat on it]
Key (K). What do | contain? — the the1 | [0.39 0.18 0.16 0.13 0.147
advertisement a token publishes so that others cat 016 1036 024 011 012
can find it. sat| |10.12 [0.29 [0.32 017 0.11
The attention matrix A contains how much on 0.12 0.14 026 031 0.17
each token listens to every other — one - It 10.12 0.40 0.16 0.11 0.20.-

g W i distribution per row.
OO 00) z O)
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Self-Attention — with Values we carry Information

r ) QKT
Cery Koy, Valu e it ATTENTION &ﬁ%‘gﬁinw A = softmax ( 7 ) [ the cat cat on it]
Q = HW, o =1 'the1 | [0:39° 0.18 0.16 0.13 0.147
K = HW, ATTN(O,K,V) = softmax< )V; cat| | |0.16 D086 024 0.11 0.12
V= HWy va | sat| | [0.12 [0.29 1082 | 017 0.11
L ) on 0.12 0.14 0.26 031 0.17
-1t4 11p12 f040 0.16 011 0.20.
Value (V). What should | transmit, if | am
selecte(df)P — the actual payload of information the “ “ “ “

token offers when another token has decided to listen
to it.

The attention matrix A contains how
much each token listens to every other —
one distribution per row.

Unpacking Z = AV row by row. To see why each output
row z; is a convex combination of value vectors, expand the
matrix product one row at a time. By the definition of matrix
multiplication,

ANir:] = Y, Alj]-Vp:] = Yo Al v,
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Self-Attention — with Values we carry Information

7 N
ATTENTION CARRIES
Query, Key, Value € R4 INFORMATION
Q = HW, N
K=HWg ATTN(Q,K,V) = softmax( )Vi
V= HWy vd j}
\ )

Value (V). What should | transmit, if | am

selected? — the actual payload of information the
token offers when another token has decided to listen
to it.

Unpacking Z = AV row by row. Expand the product one row
at a time. By the definition of matrix multiplication,

ANir:] = Yl Alejl-vjp:]l = X Alij] v,

o o @
0.“..:.
®
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0.21 -0.14 3.27 -1.29

-1.67
-0.14 -0.22 -0.01 -0.77 0.31
-0.12 2.35 -0.81 2.45 -2.82
21 (%) U3 Uy Us

Because A[i’: ] came out of a row-wise softmayx, its entries
are non-negative and sum to exactly 1. So, each output

row z; lies in the convex hull of {v;’...» vy} — a weighted
average of the T value vectors, with weights read off the i-th
row of the attention matrix.

A note on conventions. Math texts treat the value vector of
token i as a column: v; = W,/ h;, with h;, v; € R* as columns.
Here we use row-major layout (matching PyTorch): h; is the i-
th row of H, v; is the i-th row of IV, and the projection
becomes the right-multiplication v; = h; W, with no
transposes. Same linear map, different bookkeeping.
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Self-Attention — with Values we carry Information

7

Query, Key, Value € R%*4

K = HWy
V=HWy

ATTENTION

QK™Y i
ATTN(Q, K,V) = softmax |74

CARRIES

INFORMATION

Vd

1
1
L=

In the library analogy: you walk in with

a question (query). Every book on the shelf has

a title (

title to decide which books are relevant. Then
you read the content (value) of the most relevant

books and summarize. Three different artefacts, each

doing a different job.
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). You match your question against each

Value (V). What should | transmit, if | am

selected? — the actual payload of information the
token offers when another token has decided to listen
to it.

Notice the careful separation: query and key together
determine who listens to whom; value

determines what actually gets sent. A token can
advertise its relevance for one reason (its key) and
carry useful information for another (its value). That
decoupling is what gives attention its expressive
power.


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#why-we-divide-by-sqrt-d
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#why-we-divide-by-sqrt-d
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#why-we-divide-by-sqrt-d
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#why-we-divide-by-sqrt-d
https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#why-we-divide-by-sqrt-d

" A2 4
u i
+ Position — encode word order it
™ <BOS> ©.12 -.34  0.56 -.78 0.91 -.23 B <BOS> ©.08 ©.15 -.42 9.31 0.67 -.19
dragon 8.67 -.11 0.43 -.52 0.28 6.85 ) | R tron = tokens look at each other 3 dragen 0.5 -.28 871 -.63 6.4 0.9
oz - em] e H Gm g = oom e

... APPLY TRANSFORMER |,
TRANSFORMER OUTPUT

TRANSFORMER INPUT
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FFN — process & refine

Layer 1

Attention — tokens look at

each other
FFN — process & refine

o
o
.
o
o
.
o
.
.
o
.
o
o
.
R
.
.
o
.
.
o
.
R
.
.
o
.
S
Py

.0
‘0
0

s
Layer 1
Attention 1 FFN 1
Attention — tokens look at ‘ FFN — process & refine
each other :
7 o~ mTxd
\ H e R
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Parameter: 3 x d?

Wy, Wi, Wy € RP*4

N\ 1

p
Attention 1
|Query, Key, Value € R%*¢
= H,W ~
H, =) ¢ =H,W, KT ) /]
1 K =H;Wg ATTN(Q, K,V) = softmax <Q )V 1
V = H,Wy Vd

The attention block is rich in meaning, simple in
math — one formula does it all.
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... APPLY TRANSFORMER |,
TRANSFORMER OUTPUT

TRANSFORMER INPUT

Transformer

" A2 4
u i
+ Position — encode word order it
™ <BOS> ©.12 -.34  0.56 -.78 0.91 -.23 B <BOS> ©.08 ©.15 -.42 9.31 0.67 -.19
dragon 8.67 -.11 0.43 -.52 0.28 6.85 ) | R tron = tokens look at each other 3 dragen 0.5 -.28 871 -.63 6.4 0.9
oz - em] e H Gm g = oom e

FFN — process & refine

Layer 1
Hl = ]RTxd ‘ Attention — tokens look at ‘ Hz = IRTXd

each other
FFN — process & refine

Parameter: 3 x d?

Wy, Wi, Wy € RP*4

.0
‘0
0

o
o
.
o
o
.
o
.
.
o
.
o
o
.
R
.
.
o
.
.
o
.
R
.
.
o
.
S
Py

e “\
Layer 1
N

-
(Causal) Attention 1

Attention 1 FFN 1 lQuery, Key, Value € Réx?

Attention — tokens look at ‘ FFN — process & refine Q — H-W —_
each other : H 177 Q KT+ M H
s M E ATTN,(Q,K, V) = softmax (QT> v ==

V = H1WV

i:il E ]:RTXd X
.

The attention block is rich in meaning, simple in
math — one formula does it all.
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....... APPLY TRANSFORMER . .........

Callback: Inside the Layers ] [ ) (o
dragon NE:EZR IR RB-EAN JRSSE NAS2HN 8RS - Kgns%ooka!eachmher """w' ‘ dragon 9.55 -.28 6.71 -.63 6.4 8.9
©12x (GPT-2) ... 96x (GPT-3) l
Layer 1 y
Txd Attention — tokens look at Txd
H1 e R ‘ each other ‘ HZ € R
FFN — process & refine
""" Parameter: 3 x d? ing di - - -
“““ i . For large embedding dimensions this becomes quite
““““ 0,".. _ ~ 5 ) 10
“““““ W, Wy, Wy € REx¢ huge, e.g.d = 12 288 ~ 10° becomes 3 - 10
- “\
Layer 1
4 . N
. Attention 1
Attention 1 FFN 1 lQuery, Key, Value € Réx?
Attention — tokens look at ‘ FFN — process & refine — HW —
each other H1 ‘ Q 177 Q QKT ‘ Hl
K =H Wk ATTN(Q, K,V) = softmax /4
: V=H,Wy Vd
7~ mTxd
Hl € R \ J

\. J

The attention block is rich in meaning, simple in
. m . math — one formula does it all.
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One Head, One Perspective

Self-attention answers one question per token: “which other tokens are most relevant to me?”

But “relevant” has many flavours.

-

Coreference

it — cat

what does ‘it’ refer to?

.

/

ssssssssssssssssssssssssss

Syntax
it — sat

what's the verb of it’?

.

/

CIE O O
N N N

Position
it — on

the immediate left

neighbour

o

/

query: it

Predicate
it — sat

what state is it in?

.

~

A single head (i.e., a set of query, key matrices) can only learn one of these.

Force it to choose, and the others get dropped on the floor.

And we pay quite a high price in term of parameters already, e. g. d = 10°
becomes 3 - 101°
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From One Head to Many — Multi-Head Attention

Multi-head attention (MHA) is not a fundamentally new mechanism. It is the simple attention from
above in parallel on disjoint slices of the embedding space, with a final mixing projection that
recomposes the slices back into a d-dimensional output.

Three structural changes from single-head

1. Slice the embedding space into heads chunks of size d;, = d/heads.
2. Per-head Q/K/V projections, each of shape d X dj,.
3. New output projection W, € R%*4 that mixes head outputs.

Concretely (GPT-2 small): d = 768, heads = 12, d;, = 64.

Embedding dimension d d =768, d = heads - dj,

dh dh dh dh dh dh dh dh dh dh dh dh dh = 64, heads = 12

H h h IeAcI
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Multi-Head Attention: Running heads in Parallel

GPT-2 small: Embedding dimension d d =768
dh dh dh dh dh dh dh dh dh dh dh dh dh = 64‘, headS = 12
Single-Head Attention Multi-Head Attention

Parameter: 3 x d? Parameter: 3 x heads x d x d,

WQ: WK: WV € Rdxd WQl, I}’ WVl: WQZ’ WI?: WVZr " Wéleads’ Wl?eads, W{peads € ]Rd Xdp

Multiple Heads

T N N N NS T N N NN Ve
7 -
Attention 1 — Attention Head 1
Query, Key, Value € R4 P
Q=HWg T H:
) K muim) [
Hy K =HWg ATTN(Q, K,V) = softmax (Q )V H 1
V= H,Wy Vd P
o
L J
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Multi-Head Attention: Running heads in Parallel

Single-Head Attention

Parameter: 3 x d?

Multi-Head Attention

Parameter: 3 x heads x d,, xd + d?

Wéleads,WI?eads’ ‘}1eads € R4 Xdn

Wo, Wk, Wy, € R**4 W, W, Wy, — WG WEW¢, ..,
f . Y
Attention Head 1 :
Query, Key, Value € R? *?n d = heads - d,,
K H
K' = HWg ATTN(Q', K', V") = softmax (Q >V1 -_
Vi=H,Wh vd
H @ y : A .
H
1 :
RT*d — heads =12
many
matrices
f . Y
Attention Head 12
Query, Key, Value € R? > v
— 12
le = HIWQ Q12K12T
K'? = H{W} ATTN(Q'?, K'2,V12) = softmax( >V12
V12 = H Wp? Vel
HA v

New output projection
WO € Rdxd

that mixes head outputs.

concatenate

[Hil...|H?]

~

H, = [H}].. [H2] W,

Txd
€R ]RTXd
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Multi-Head Attention: Running heads in Parallel

Multi-Head Attention

Parameter: 3 x heads x d,, xd + d? = 4 d? The numb_er of heads of
Wl Wl Wl WZ WZ WZ Wheads Wheads Wheads € Rd Xdp W, € Rdxd the Layer IS a new
Q; K> Vo Qr K> Vo LR} Q ) K ) 14 ’ Y Hyperparameter
4 )
Multi-Head Attention 1
Query, Key, Value € R? %% . S 0K\ .
_ ; H/ = ATTN(Q/,K/,V/) = softmax( >V1 _
H, € RT%¢ wmp| 0@/ =HW,, Jn = [, € RTXd
K/ = HyW7y,
Vi = H,W, Wo € R4, [HI|...|HP%S (W,
. J
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Slicing and Per-Head Projections

Every head j = 1, ..., heads gets its own narrower projection matrices:

Wy, Wi, W/ e RIxdn,

Q/K/V parameter budget is unchanged

3-heads-d-d, = 3-heads-d-(d/heads) = 3d2.

Multi-head is not “more expensive per projection” — it is the same parameter budget rearranged into H parallel
subspaces.

The scaling denominator changes from ,/d;, already used per head — each head now works in a d;,-dimensional

subspace, not the full d.
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Four Heads, Four Perspectives — Same Sentence, Same

Query

Query = it. Each head produces its own attention distribution — below are four plausible specializations.

Head 1

Coreference: it — cat

Head 2

Syntax: subject of ‘sat’

Head 3

Position: immediate left

Predicate: what state?

5 %

5 %

5 %

4 %

62 %

10 %

5 %

20 %

10 %

55 %

12 %

8 %

10 %

58 %

18 %

15 %

20 %

20 %

18 %

Same input, same
query — four distinct
attention patterns.
W, reads from all four
and decides how much
each contributes to the
output.
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Multi-Head Attention: Interactive visualization can help

Transformer Explainer: LLM Transformer Model Visually Explained

== QKT
Q A:Sor“mx(vifa> [the cat  sat on it
= he| | [039° 018 0.6 0.13 0.4
K Key cat| | [o16 [036] (024 011 012
V the = sat| | 1012 (029 (032 017 011
cat = on| 11012 014 026 031 017
= sat = it? 1lo1z “040 016 011 020
Q on —
-IZ it =
\'/
a @
= Query ® Out /
_IS the — @ —{; ’/
V cat —_ i
sat — B —";/
= on e — >
Q 0 = ——
K
v Attention @,
Q Value
K the w—
o at —_
V gat ~
on |
it —
Head 10f12 < >
Parameter: 3 x heads x d;, x d + d*
W(12' , W}, o Wléeads’ ) WGeads € ]Rd Xdp

sssssssssssssssssssssssssss
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What Heads Actually Learn — Findings From Interpretability

When researchers probe trained models, they find heads that specialize in surprisingly clean patterns. A small selection:

Previous-token Coreference Bracket-matching
attends almost entirely to position i-1. links pronouns to their antecedents. pairs ( with ), { with }, opening tag with
closing.
Builds local context: bigrams, prefixes. “it” — “cat’, “she” — a person mentioned Critical for code, JSON, math expressions.
earlier.
Syntactic-role Induction
verbs attend to their subjects, adjectives fixed offsets: “two tokens back”, “start of if [A B] appeared earlier, copy B after
to nouns. sentence”. seeing A again.
Recovers grammar without explicit Provides absolute positional anchors. Backbone of in-context learning.
supervision.
g Wb Nobody programmed these patterns. Specialization emerges from training — each head finds a pattern
R O that helps reduce next-token loss.
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Why This Matters: Heads as Routing for Code

Code is rich in long-range structure: matching brackets, scope, variable bindings. Each is a routing pattern — ideal work for

a head.
- \
ﬂ(ample \ tax_rate » tax_rate variable binding (def — use)
def total price(items, tax_rate): ; <
subtotal = sum(item.price for item in items) subtotal - subtotal scope: respect the def line
tax = subtotal * tax_rate ; :
return subtotal + tax L (=) bracket matching )
- N\
4 spaces - 4 spaces indentation, block structure
Each highlighted relationship below is a different head's job. ~ -/

function-signature awareness

One head per pattern, in parallel. This is why code models work: many simple routing rules combine into
structural understanding.
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Multi-Head Attention: The Real Layer in Use

Multi-Head Attention

Parameter: 3 x heads x d,, xd + d? = 4 d?

The number of heads of
the Layer is a new

Wer WI}I WI}' WQZI WI?J WVZJ o WQheads, W}?eads, W‘}leads € R4 th, WO € R4xd Hyperparameter
r - -
Multi-Head Attention 1
Query, Key, Value € R4 *4h , o Jki™\
_ j H] = ATTN(Q/,K’,V/) = softmax Vi »
H, € RT%¢ wmp| 0@/ =HW,, Jdn = [, € RTXd

Kl = H1W’K

Vi = H,W, Wo € R4, [HI|...|HP%S (W,
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Multi-Head Attention: The Real Layer in Use

Multi-Head Attention

Parameter: 3 x heads x d,, xd + d? = 4 d?

The number of heads of
the Layer is a new

Wer WI}I WI}' WQZI WI?J WVZJ o WQheads, W}?eads, W‘}leads € R4 th, WO € R4xd Hyperparameter
é i . )
(Causal) Multi-Head Attention 1
Query, Key, Value € R4 *4h , o oKl + M\ .
_ . H] = ATTNy(Q/,K’,V’) = softmax | ——— | V/ ~ Txd
H, € R7¥4 wump| @/ = H,W, Jan = [, € RTX
Kl = H1W’K
Vi = H,W, Wo € R4, [HI|...|HP%S (W,
. J
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Understanding Positional Encoding

TRANSFORMER INPUT

XO € RTXd
We'skip positional Now it is time to clarify why
1 encoding for now and positional encoding is so
e T clarify this step in important for the next token
encode word detail later prediction task
order
Layer 1 Layer 2 Layer N
Attention — tokens look at Attention — tokens look at "an Attention — tokens look at
H1 E RTXd - each other ‘ each other ‘ ‘ each other
FFN — process & refine FFN — process & refine FFN — process & refine
H, € R Hy € R

H; stands for hidden state at Layer i

TRANSFOMER OUTPUT

7 € IRTXd
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The Blind Spot — Attention Sees a Bag of Words

Take the sentence the cat sat on the mat and scramble the word order,
€. d. the cat mat on the sat.

What changes in attention?

Nothing structurally. The set of pairwise scores q; k; is identical, just relabeled. Each score depends on
which two tokens are involved — never on where they sit.

= Attention’s input is, mathematically, an unordered set of token vectors.
= Without help, the transformer is just a very expensive bag-of-words model.

We will now make this precise as a lemma — and then fix it.
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Permutation Matrices — A One-Slide Refresher

A permutation matrix P € {0,1}7*T has exactly one 1 per row and per column.

0 1 0 xq X3
P=<0 0 1), Plx; |=|x]
1 0 0 x] X7

Two facts we need

= PX permutes the rows of X.

= PTp =] (permutation matrices are orthogonal).

These are the only two facts the proof on the next slide will use.
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Self-Attention is Permutation Equivariant

Attention as a function. Self-attention is the function
Attention: RT*4 — RT*d

parametrized by fixed matrices W, Wy, Wy € R7*4 defined by

XWo) (XW )T
Attention(X) = softmax <( Q)( 2 )XWV.

Jax

Lemma (permutation equivariance)

For every permutation matrix P € {0,1}7*T and every X € R7*¢,

Attention(PX) = P Attention(X) € RT*4 .
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Doesn't the causal mask already encode order?

The causal mask says: at position 7, only attend to positions 1, ..., . So, order matters now — right? Not quite. The
mask restricts which set of past tokens is visible — not their order within that set.

A pair of sequences with the same multiset

= A:the cat sat on the mat B:the mat sat on the cat
Predict the 7th token. The query at position 6 attends to its causal prefix:
= ForA: {the, cat, sat, on, the, mat}

= ForB: {the, mat, sat, on, the, cat} — identical multiset.

What the model sees — and what it misses

= The query token differs (mat vs cat), so outputs differ — but only because the query identity changed, not because the model
can tell its past apart.

= The model cannot distinguish "cat sat on mat" from "mat sat on cat" inside its context. Both look like the same bag.
— Causal mask gives "only the past™ — not "the past in order". Positional encodings still required.
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Causal Attention — A Weaker Equivariance

The identity

For causal attention with mask M:
Attentiony (PX) = P Attentiony (X) iff PMPT =M
— I.e. equivariance survives only for permutations that commute with the mask.

Consequence — equivariance collapses to the identity

= Mis strictly lower-triangular; PMPTreorders both rows and columns by the same perturbation.

= The only such perturbation is the identity — so full-sequence permutation equivariance is broken, as
expected: the mask is order-aware.

But a weaker symmetry survives — prefix invariance

Lemma (causal prefix invariance). For each i = 1, ..., T and every prefix permutation P; = diag(Q, I;_;) with
Q € {0,1}"*T a permutation matrix:

e/ - Attentiony (P;X) = e/ - Attentiony (X)

ssssssssssssssssssssssss
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What Equivariance Means for Position

Each output row is a function only of which tokens are present, never of their order.

Token cat’s enriched representation

|ldentical content whether the sequence is
the cat sat, sat the cat, cat sat the
— only its row index in the output matrix changes.

= Each token’s output depends only on the multiset of other tokens.
= Layer-Norm and FFN are position-wise, so the whole block is permutation equivariant.
= Stacking blocks does not fix this — equivariance composes.

P Consequence: with no extra signal, the model literally
m cannot tell “John loves Mary” from “Mary loves John”
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The Fix — Inject Position Into the Tokens

We don’t want to change attention itself — equivariance is what gives us parallelism, length
generalization, and no recurrence.

The Trick (Positional Encoding)

Change the input, so that the same token at different positions becomes a different vector:

X 5 X+Eys,  Epos € RTY.

p

Now in general

Attention(P(X + Epos)) + P Attention(X + Epos)

because PE,,s # Epos- The equivariance is broken on purpose.

g mx How do we choose E,,;? — next section.
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Positional Encoding — Three Standard Approaches

Let X € RT*? be the token-embedding matrix.

mwm

Sinusoidal Hy, = X + Pg;,, (computed) “Attention Is All You Need”
Learned absolute Ho = X + Epos[0: T Nmax * a4 GPT-2, GPT-3
RoPE* rotate Q, K inside attention 0 LLaMA, frontier models

The framing matters

Two of these modify the input (H, = X + P); RoPE does not — it leaves H, = X untouched and injects
position later, inside the attention computation. There is no single “P matrix” that covers all three.
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| earned Absolute (GPT-2 / GPT-3 Style)

A second lookup table, keyed on position instead of token identity:

n xXd
EpOS € ]R max

Forinputlength T < n,.« -

Ho =X + E,s[0:T,:] € RT*4.

The one n,,,, in the entire architecture

This is the only weight whose shape depends on the maximum sequence length n,,,,, .
= Parameter count: n,x - d.
= Shorter input: prefix of rows; the rest get zero gradient on that pass.
= Longer input: no row to look up — the model literally cannot process it.

@}:{ngm, This is the hard context-window ceiling of pre-RoPE models like GPT-2 and GPT-3.
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RoPE — Rotary Position Embeddings (Su et al., 2021)

Don’t add anything to X. Instead, rotate Q and K inside attention by a position-dependent angle.
For each consecutive 2-coordinate slice (2k, 2k + 1) of row g; (and k;) apply the 2D rotation

_ (cos(twy) —sin(twk)) _ 1
R(twi) = (sin(twk) cos(twy,) ®k = T00002k/d"

Why it became the modern default

= Zero learned parameters, no n,,,, -shaped matrix.

= The score gl k, depends only on the relative offset t — s — relative encoding, not absolute

Extrapolates beyond the training length (with degrading quality; mitigated by NTK /YaRN scaling)
= Used by LLaMA, Mistral, Qwen, and most current frontier models

H h h IeAcI
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TRANSFORMER INPUT

TRANSFORMER OUTPUT

Back to the Layers
dragon 8.67 -.11 8.3 .52 828 B.85 — kenslooka!eacho!her dragan 8.5 28 8.71 -.63 6.4 0.2
FFN — process & refine
©12x (GPT-2) ... 96x (GPT-3)
Layer 1
Txd Attention — tokens look at Txd
Hl € R ‘ each other ‘ HZ €ER
FFN — process & refine
‘‘‘‘ Parameter: 4 d? Hyperparameter:
““““““ Wl, wi Wl, . 7 heads Wheads, wheads ¢ Rd xdp € R4xd Embedding Dimension — d
‘‘‘‘ : QK TV Q Pk v ’ Wo Number of Heads — heads
r N
Layer 1
é . . )
Multi-Head Attention 1
MH Attention 1 FFN 1 Query, Key, Value € R *dn | - T
Attention — tokens look at FFN & ref j HJ = ATTN(Q/, K/,V7) = softmax 7a v/
ention — tokens look a ‘ — process & refine j_ =~
each other : H1 = Q' = HlWQ " m— Hl
: ;L j
: - ] 1
e Vi =H,Wy Wo e R™,  [H]|..|H** S| W,
H, € ]RTXd
L 1 ) j =1..heads
. J

) o
|o|0!“i|;|.|;!
® OCO0O0) z ) 0
®
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TRANSFORMER INPUT

TRANSFORMER OUTPUT

Back to the Layers
dragon NE:EZR IR RB-EAN JRSSE NAS2HN 8RS - kenslooka!eacho!her dragen 9.5 28 871 -.63 B4 8.92
FFN — process & refine
©12x (GPT-2) ... 96x (GPT-3)
Layer 1
Txd Attention — tokens look at Txd
Hl e R ‘ each other ‘ HZ € R
FFN — process & refine
‘‘‘‘ Parameter: 4 d? Hyperparameter:
....... 1 1 1 heads heads heads d xdp, axd Embedding Dimension — d
..... - Wo, Wi, Wy, ..., Wo W Wy €R ’ Wo €R Number of Heads — heads
r =,
Layer 1
( i . )
(Causal) Multi-Head Attention 1
MH Attention 1 FFN 1 Query, Key, Value € RY *@n ' - 0K+ M
Attention — tokens look at FFN & refi i HJ = ATTN,(Q’,K’,V/) = softmax T
ention — tokens look a ‘ — process & refine j_
each other : Hl ‘ Q - leQ h ‘ H1
: o j
- Vi = H,W} Wo € R4, [HI|..|H!S (W,
H, € ]RTXd
L 1 ) j =1..heads
. J

) o
|o|0!“i|;|.|;!
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The Feed-Forward Block — Where Knowledge Lives

After multi-head attention, each token has absorbed information from other tokens. Attention has done
its job of gathering — but it has not yet done much thinking.

All attention does is produce weighted sums of existing vectors. Turning a pronoun-that-has-absorbed-
context into the concept of the animal it refers to, enriched with facts about animals — that is the job of
the FFN.

Attention vs. FFN, in one breath

Attention gathers information across positions.
FFN processes it, per token, in isolation.

Most of what we call "the model's knowledge" lives in FFN weights.
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FFEN: Parameters and the Expansion Factor

A two-layer MLP (Multi-Layer Perceptron) applied independently to each token. For each block {:

Vl/l({)) = Rdled, bif) = R4d, VVZ(LD) = ]R4d><d, bgp) = ]Rd

The expansion factor

The first matrix expands the dimension by a factor of 4 (sometimes 8 in newer architectures): blow the
token up to 4x its size, apply a non-linearity, then compress back down.

GPT-3 (d = 12,288): hidden dim inside the FFN is 4d = 49,152.
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FFEN Layer

Layer 1

Txd Attention — tokens look at
Hl (S ]R ‘ each other

FFN — process & refine
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S
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Layer 1
MH Attention 1 FFN 1
Attention — tokens look at ‘ FFN — process & refine
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mm) H, € RT*4

TRANSFORMER INPUT

TRANSFORMER OUTPUT

Transformer

+ Position — encode word order

<BOS> ©.12 -3 @56 .78 091 .23 <BOS> ©.08 015 -.42 031 0.67 -.19
o
dragon 8.67 -.11 0.43 -.52 0.28 6.85 ) | R tron = tokens look at each other w dragen 0.5 -.28 871 -.63 6.4 0.9
FFN — process & refine T
drinks -39 874 -.18 .61 .45  6.33 drinks ©.83 0.47 -.55 8.3 .12 0.68
©12x (GPT-2) ... 96x (GPT-3)
3 tokens x 6 dims & still 3 6 — same shape, new values

H; € BT
for hidden stas

Parameter: 4 d? + 4d + 4d* + d = 8d? + 5d

W11 I= Rdxll-d’

bl € R*4,

Wy € R**4,  b; € R?

Hyperparameter:

Embedding Dimension — d
Nonlinearity — ¢ (ReLU, GeLU, SwiGLU)

Feed Forward Network 1

FFN(H)) = @(H, - W+ b)) - Wi+ bl € RT*

vector addition: use broadcasting
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FFN: Forward Pass

Applied per row. For each token h, € R%:
FFN(h,) = @(hfW; + b)) W, + b, € R

where ¢ is a pointwise non-linearity (ReLU, GeLU, SwiGLU — the choice does not affect shapes).
On the whole matrix (broadcasting b,, b, across rows):

FFN(H) = @(HW; + b)) W, + b, € RT*4

Shape check.

= H-W;: (Txd)-(dx4d) — (T x 4d)
= add by, apply ¢: same shape
= multiply by W,: (T x4d) - (4d xd) — (T xd) V
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FFN: Dense 2-Layer NN on the Rows

For each vector associated to the token, h, € R%: FFN(h,) = @(hf W, + b)) W, + b, € R®

= hIW; : RY x R4 R4 W, i R* x R**4 - R4,  intotal: R - R?

° _ o
io!o!uiﬁoﬁ : d
Ifs selelolyee f¢ Input: h, €R Output: FFN(h;) € R%

OOOOOOOOOOOOOOO
UNIVERSITY OF APPLIED SCIENCES

Hidden: € R*¢
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\Where the Parameters Live

Per transformer block, the FFN holds roughly 8d? parameters — about two-thirds of the block's total

weights.

Gomponent Shape _________|Parameters
W, (expand) d x 4d 4d?

W, (project) 4d x d 4d?

Total per FFN - =~ 8d?

Why this matters at scale

Attention has 4d? parameters per block (Q, K, V, O projections). FFN has = 8d* — twice as many. Most
of the parameter budget — and most of the model's stored knowledge — sits in the FFN.

Hochschule Aalen
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FFN as Key-Value Memory

A useful mental model from interpretability research: read the FFN as a key—value lookup, where W;
stores keys and W, stores values.

Reading the matmuls as memory access

= Rows of W, act as keys: each row pattern-matches a feature in the input.
= GeLU(xW; + by) is the activation pattern — which keys fired, and how strongly.
= Columns of W, act as values: a weighted sum produces the output to write back.

= Hidden-layer neurons behave like detectors: “this is a French verb”, “this is a country in Africa”, “this
is a question about cooking”.

This view explains why FFNs are where much of a model’s factual knowledge appears to be stored.
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' Complete Forward Path

|} l__"f'ﬁ_

e | F

=

ccccccccccccccc




Inside the Layers — with Training Details

TRANSFORMER INPUT ;F::

APPLY TRANSFORMER

TRANSFORMER OUTPUT

Transformer
+ Position — encode word order

—
Attention — tokens look at each other
FFN — process & refine Rt

Layer 1
fokens x 6 dims: =
:
:

Txd Attention — tokens look at
H1 € R ‘ each other

FFN — process & refine

LN 1 - pre MH Attention 1 FFN 1 LN 1 - post
Hl = RTXd ‘ Layer Norm — I‘ Attention — tokens look at ‘ FFN — process & refine ‘ Is-’;)tl)(ielzzg(::;?nigj ‘ H2 = IRTXd

stabilize training each other :
of DNNs : of DNNs

]RTXd ]RTXd

Hochschule Aale
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Laver Norm — Row wise

Parameter: d + d = 2d

Row-wise Layer Norm rescales
each token's d-vector to zero
mean and unit variance, then
applies a learned scale and shift.
Three reasons it sits before MHA

Stable activations across
depth. Without it, residual
sums grow with Z; normalising
each token before each sub-
layer keeps inputs in a fixed

YERY,  BERS and FFN: ange.
( Layer Norm
1 d h
- _
hi pe == he;=mean(h) IN(h) =y O 2 # L g e R,
H=|:|eRM*xd mmp j=1 A
ht 1v )
of = Ez(ht'j — pe)” = var(hy) forallrows t =1,...,T
=1

Hochschule Aalen
UNIVERSITY OF APPLIED SCIENCES

Healthier gradients. Bounded
inputs avoid softmax saturation
in attention and
exploding/vanishing gradients in
deep stacks — Pre-LN trains
reliably without learning-rate
warmup.

Per-token, not per-batch. Each
row is normalised
independently, so behaviour is
identical at training and
inference and unaffected by
batch size or sequence length 7.

m=) |[N(H) € RT*¢
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Txd Txd

Xo E R ZeR
APPLY TRANSFORMER
TRANSFORMER INPUT |.fjjj TRANSFORMER OUTPUT
P u Transformer
I n q e O C S Oq e e r B
<BOS> 0.2 -3 0.56 -.78 .91 -2 il <BOS> ©0.08 ©.15 -.42 031 0.67 -.19
o o Layer x N maies i
FFN — process & refine ainod weights

drinks ~-.39 @74 -.18 8.61 -.45 0.3 drinks ©.83 .47 -.55  8.38  -.12  8.68

©12% (GPT-2) ... 96x (GPT-3)

XO = RTXd
<=

3 tokens x 6 dims still 3 x 6 — same shape, new values

+ Position —
Hy =X, + Ep,,s

HZ € IRTXd HN € IRTXd

I NN EEEEEENEEEEENEEEEEEEEER

) o
® OCO0O0) z ) 0
®
Hochschule Aalen
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Layer 1

Attention — tokens look at
each other
FFN — process & refine

Layer 2

Attention — tokens look at
each other
FFN — process & refine

L]
L]
L]
AEEEEEEEEEEEEEEERS

AN EEEEEEEEEEEEEEEEEEEEEEES

Layer N

Attention — tokens look at
each other
FFN — process & refine

Parameter: 4 d?

Hyperparameter: Pa

rameter: 4 d + 4d + 4d® + d = 8d? + 5d

Hyperparameter:

wi, W,}, W‘}, . Wheads' Wheads’ wheads ¢ pd xah' Wy € Raxd Embedding Dimension —d wle Rd”‘d, bl e ]Rtui’ wie ]Rtmxd' bl e R4 Embedding Dimension — d
e ¢ “ v Number of Heads — heads 1 * 2 2 Nonlinearity — @ (ReLU, GeLU, SwiGLU)
. - q h s \ h
(Causal) Multi-Head Attention 1 Feed Forward Network 1
Query, Key, Value € R?*dr _ o igi" M\ .
. ; HI = ATTNy,(Q/,K/,V/) = softmax PE M)y _ _
H, mmp| Q' =H,W, Vin - i, 5 FEN(H)) = o, - WL +b}) -Wl+b} € R'*
K =H,W Hy ) H,
] 1 ,"' ] . heads vector addition: use broadcasting
VI = HiWy Wo € R[] |Heods | W,
j = 1..heads
. J - 7

Attention gathers information across positions

FFN processes it, per token, in isolation

TRANSFOMER OUTPUT

- 7 € ]RTXd
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Putting the Blocks Together

+ Position —
Hy =X, + Ep,,s

) o
|o|0!“i|;|.|;!
® OCO0O0) x ) 0
®
Hochschule Aalen
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XO = IRTXd

<=

H2 = ]RTXd

Layer 1

Attention — tokens look at
each other
FFN — process & refine

o
K
o
o
S
o

Layer 2

Attention — tokens look at
each other
FFN — process & refine

XO € RTXd

TRANSFORMER INPUT

BOS} 0.2 -1 856 -J8 0.1 -.23
dragon 967 a1 o3 52 vas oss | MR
drinks -39 873 -.18 0.6l -.45 0.3

3 tokens x 6 dims

7€ RTXd

APPLY TRANSFORM

TRANSFORMER OUTPUT

i
Transformer
+ Position — encode word order
<B0s>  0.08
o
Attention — tokens look at each other w dragon 8.5 -.

FFN — process & refine

0.5 -.42 0.3 0.67 -.19

-.63 0.4 892

rained weights

drinks £.83

0.47 -85 8.39 -.12 6.68

©12% (GPT-2) ... 96x (GPT-3)

still 3

HN € ]RTXd

I NN EEEEEENEEEEENEEEEEEEEER

L]
L]
L]
AEEEEEEEEEEEEEEERS

AN EEEEEEEEEEEEEEEEEEEEEEES

Layer N

Attention — tokens look at
each other
FFN — process & refine

Params:

4d?

QK" (WY hy, Wy hs)
[kq Iy ks ky k5] key vectors
Q q{ (1. k1) (i kz) (@i, ks) {(qu.ks) (g1, ks)
hiWo| |af| ||(@2ks) (a2ka) (@aks) (qaika) (@zks)
o l=143 (@a.ky) (g k2) (gaks) (gsks) (qsks)
h;;rWQ 'R qaky) (qa k) (qaks) (qaks) (qa ks)
query vectors 43 s k1) (gsikz) (gsiks) (s ks) (qs.ks)

Attention gathers information across positions

000000000000

2

Input: h, € RY

Hidden: € R*!

FFN processes it, per token, in isolation

,,’Q“.

Params:

8d? + 5d

Output: FFN(hy) € R?

x 6— same shape, new values

TRANSFOMER OUTPUT

- 7 € ]RTXd
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Putting the Blocks Together
X, € RTxd
=

+ Position —
Hy =X, + Ep,,s

H2 = ]RTXd

7€ RTXd

TRANSFORMER OUTPUT

XO € RTXd

TRANSFORMER INPUT

Transformer

+ Position — encode word order

<BOS> @.12 <BOS>  ©0.08

Layer x N Ll

dragon 0.7 -1 oa -s2 em oss | | Ok ens look at each other dragon @55 -z e e ean om
FFN — process & refine reighta

drinks -.39 @74 -.18  8.61  -.45 0.3 0.7 -5 @39 -2 e.68

| drinks £.83

©12% (GPT-2) ... 96x (GPT-3)

3 tokens x 6 dims still 3 x 6 — same shape, new values

HN € ]RTXd

Layer 1

Attention — tokens look at
each other
FFN — process & refine

=

each other

Layer 2
Attention — tokens look at

FFN — process & refine

I NN EEEEEENEEEEENEEEEEEEEER

TRANSFOMER OUTPUT

- 7 € ]RTXd

Layer N

Attention — tokens look at
each other
FFN — process & refine

.
[
n
n
[
[
n
n
[
[
n
n
[
[
n
n
[
v

AN EEEEEEEEEEEEEEEEEEEEEEES

SN EEEEEEEEEEEEEEEW

Layer 1

Parameter: 4 d?

Hyperparameter:

Parameter: 4 d? + 4d + 4d* + d = 8d? + 5d Hyperparameter:

Parameter: d + d = 2d Parameter-d + d — 2d
Wi, Wh W} wheads, y7heads yleads ¢ R xa W, € Réxd | | Embedding Dimension - a W € Rex4d bl e R4 W e Rxd bt eR? Embedding Dimension — d .
d d PR ! ! ! Number of Heads — heads ’ ’ ’ N _ "
Y €RY, B e R \ Nonlinearity — ¢ (ReLU, GeLU, SwiGLU) yerd, ge R
Layer Norm = A
! (Causal) Multi-Head Attention 1 Feed Forward Network 1 Layer Norm
d Query, Key, Value € R? *dn QJ'KJ'T +M
1 he — iy = i Ki Vi) = soft B TPy d
te==% hy; = mean(h) LN(h) =y O =—" + g e RY, i . HJ = ATTN(Q/, K7, VJ) = softmax _ _ _ 1 _ he— e
az S ) =Y . _ J _ 1 1 1 1 TXd ==Y hy; = mean(h - Re = He d
— = a = H, o= Q =HW, Ve = f, ﬁl FEN(H,) = @(H, - Wl +b}) - W} +b} € R H, He=g 2 e (he) i) = @ === G L
1 2 K/ = H W), l a
Py (e —ue) = for all t=1,..T 1%k ition: i 1
af d;( e~ ) =var(h) | forallrows V- W Wo RO, (2. b w, vector addition: use broadcasting @ :EZ("‘-"“‘)2 —var(h) | forallrows £=1,..,T
A =
j =1..heads

Attention gathers information across positions

FFN processes it, per token, in isolation
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X, € RT*4 7 € RTxd

APPLY TRANSFORM

TRANSFORMER INPUT J.f_'_'_'_' : TRANSFORMER OUTPUT
u Transformer
n v 00 e i e on  |wemp | ORI ot . PR o P - [
FFN — process & refine
Layer Parameter: 12d? + 9d — cemmem ——
Attention Parameter: 4d? r N
: Hyperparameter:
Wer WI}J WVll . W(lzleads, Wl?eads’ W‘;leads € Rd th, WO € ]Rdxd .
Vocabulary Size — V
5 Embedding Dimension — d
FFN Parameter: 8d“ + 5d _ Number of Layers — N
: Number of Heads — heads
Wl € Rdx4d b1 € R4d, Wl I= R4dxd' bl I= Rd k . .
1 ’ 1 z z : Nonlinearity — ¢ (ReLU, GeLU, SwiGLU)
L J
Layer Norm Parameter: 4d
ypre € ]Rd, 'Bpre € ]Rd, ypost I= Rd, ﬁpost I= ]Rd
Layer 1 Layer 2 : : Layer N TRANSFOMER OUTPUT
TXd Attention — tokens look at Attention — tokens look at e Attention — tokens look at ‘ Txd
H]_ € R - each other - each other - : : - each other Z € R
FFN — process & refine FFN — process & refine . FFN — process & refine

AEEEEEEEEEEEEEEEEEEEEEEERS

H2 = IRTXd HN = ]RTXd

® O
QOCO00
® OCO00) x C) 4
(]
Hochschule Aalen | 126

UNIVERSITY OF APPLIED SCIENCES


https://l3gj0n.github.io/ai_supported_software_development_hs_aalen/en/2026/04/20/lecture-5-inside-the-transformer/#the-standard-block

Tracking the Parameter

£ =1

Layer Parameter: 12d? + 9d

£ =2

Layer Parameter: 12d? + 9d

Attention Parameter: 4d?

H quz WI}! Wl;' . Wgeads‘ W}leads' WJleads € R4 xdh’ Wé € rdxd

Attention Parameter: 4d?

H ng, Wl}v W,}, . Wgeads' Wl?eads‘ WJleads € R4 xdh’ W(% € Rrdxd

FFN Parameter: 8d? + 5d

wi e R4, pleRM,  wje R, pleR?

FFN Parameter: 8d2 + 5d

wi e R4, pleRM, W e R, pleR?

Layer Norm Parameter: 4d

Layer Norm Parameter: 4d

.yl,pre € RY, Bl,pre € RY, },l.post € RY, 'Bl,post e R?

yl,pre € RY, El,pre € RY, },l,post € RY, ﬁl,post e R?

Layer 1 Layer 2

TXd Attention — tokens look at Attention — tokens look at
H]_ € R - each other - each other

FFN — process & refine

) o
® OCO0O0) x ) 0
®
Hochschule Aalen
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FFN — process & refine

H2 = IRTXd

I EEEEEEEEEEEEEEEEEEEENEEEW

JEEEEEEEEEEEEEEEEW

AEEEEEEEEEEEEEEEEEEEEEEERS

XO € RTXd

TRANSFORMER INPUT

n  ©.67 -.11  9.43  -.52 B.28  0.85

<BOS> ©.12 -.34 0.5 -.78 .91 -.23

-
FFN — process & refine

-39 874 -8 @61 -.45  0.33

©12% (GPT-2) ... 96x (GPT-3)

Transformer
+ Position — encode word order

Attention — tokens look at each other

3 tokens x 6 dims

£ =N

Layer Parameter: 12d? + 9d

7€ RTXd

TRANSFORMER OUTPUT

<BOS> 0.0 ©.15 -.42 831 0.67 -.19

o 0 om oen e s em

drinks ©.83 .47 -.55  8.38  -.12  8.68

stil 3 x 6 — same shape, new values

-
Total number of

Attention Parameter: 4d?

H ng, Wl}v WI}: . m/é]eadsJ W]?eads‘ WJleads € R4 xdh’ W(% € Rrdxd

FFN Parameter: 8d2 + 5d

wi e R4, pleRM, W e R, pleR?

Layer Norm Parameter: 4d

yl,pre € RY, ﬁl,pre € RY, },l,post € RY, El.post e R?

learnable Parameter
inside the Transformer

N(12d? + 9d)

each other

AaEEEEEEEEEEEEEEEE®

Layer N

‘ Attention — tokens look at

FFN — process & refine

HN = ]RTXd

TRANSFOMER OUTPUT

‘ 7 € RTXd
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-rom Last Hidden State to Vocabulary — The Output Head

START

V = 10, Vocabulary T = 3, tokens d = 6, embedding dim.
-
SOTNENEWACYORE 4 Tokenizer [ JESRCICLEDENERE & Embedding Lookup ¥
\~\\
~
_ N
<B0S> dragon drinks [0, 5, 6] .
\\
7
’/
l”
\ LSGCIDOCCUCUCUUUCIODDOCOUUUUDCICICIDOCCCCCCUCICICIDOCICCCCICICICE
AN TRANSFORMER INPUT 75 I TRANSFORMER OUTPUT
\ . ‘- : C
\ Y
N e
RN Transformer H D
7Y + Position — encode word order oE
<BOS> ©.12 -.34 ©8.56 -.78 ©0.91  -.23 H <BOS> ©.08 ©.15 -.42 ©0.31 0.67 -.19
dragon |NCCCZANIREIERg NUCE NN BEESS NOC2SH eSS Attention — tokens look at each other W Ter dragon ©.55 -.28 ©.71 -.63 ©0.44 .92
FFN — process & refine rained weighis i
drinks =-.39 ©.74 -.18 0.61 -.45 0.33 drinks ©.83 ©.47 -.55 ©.39 -.12 0.68 <
e N~~~~
i S
U 12x (GPT-2) ... 96x (GPT-3 =y SS
\ L ( ) ( ) J»;-. ) \\
\
3 tokens x 6 dims still 3 x 6 — same shape, new values \‘
- ,l
ll’
\
) NEXT TOKEN
\\\
E LAST TOKEN: “drinks” m”"ip'y. by 10 LOGITS (ONE PER VOCAB TOKEN) PROBABILITIES
[0.83, 0.47, -0.55, ©.39, -0.12, 0.68] ‘ °“(:%t'éxz:g)gts ‘ [-1.2, 0.5, -6.3, 1.8, 4.2, 0.1, -0.8, 3.1, 0.9, 1.1] ‘ softmax potion = 62%
<B0OS> dragon drinks potion
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From Last Hidden State to Vocabulary — The Output Head

TRANSFORMER OUTPUT: Hy € R7*4

-

<BOS> ©.68 ©0.15 -.42 ©0.31 0.67 .19
dragon ©.55 -.28 0.71 .63 ©0.44 .92
drinks ©.83 0.47 -.55  0.39 .12 0.68

still T x d — same shape, new values

Logit Parameter: d V
WU € RdXV

AN

7

10 LOGITS (ONE PER VOCAB TOKEN)

z = [-1.2, 0.5, -0.3, 1.8, 4.2, 0.1, -0.8, 3.1, 0.9, 1.1]

f - WUhT € RV

1%
<BOS>

Step 1 — pick the last token's hidden vector: hy = Hy[T,:] € R?

Step 2 — project to vocabulary logits: £ = W h; € RY, were W, €

Step 3 — softmax to get next-token distribution: p = softmax(¥) € [0,1]"

UNIVERSITY OF APPLIED SCIENCES

mixer glow

NEXT TOKEN

-

softmax

PROBABILITIES
potion = 62%

l

8% 1%

potion dragon

18%
v N 3 3%

drinks fire troll smash
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Softmax — from logits to probabilities

Logit Parameter: d V

Txd
TRANSFORMER OUTPUT: Hy € R dxv
N WU € R
( ) \
4 )
<BOS> ©.08 0.15 -.42 0.31 0.67 -.19 NEXT TOKEN
10 LOGITS (ONE PER VOCAB TOKEN)
z = [-1.2, 0.5, -0.3, 1.8, 4.2, 0.1, -0.8, 3.1, 0.9, 1.1] PROBABILITIES
dragon ©.55 -.28 0.71 -.63 0.44 0.92 ‘ ‘ : =62°
softmax potion %
v (picked 62% the times)
drinks ©.83 0.47 -.55  0.39 -.12  0.68 { = WUhT e R
\. J
h
\ W,
still T x d — same shape, new values 62%
. 18%
<BOS> wizard mixer glow potion dragon drinks fire troll smash

A subtle but important point about what happens next. The model does not just pick the highest-
probability token. It draws a random token from this distribution, where each token’s chance of being

drawn equals its probability.

) B
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Softmax — from logits to probabilities

Why bother with the random draw at all?

18%
o
% 2% 1% . o e [ 3w s
<BOS> wizard mixer glow potion dragon drinks fire troll smash

= Use the full distribution. Argmax keeps only the rank and throws away the model's uncertainty.
= Enable variation. Argmax is deterministic — fatal for creative or open-ended generation.

= Escape greedy failure modes. Looping, repetition, and first-token cascades; a little stochasticity
breaks them.
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Temperature — controlling how peaked the distribution is
! 10 LOGITS (ONE PER VOCAB TOKEN) ) NEXT TOKEN
{= [-1.2, 0.5, -0.3, 1.8, 4.2, 0.1, -0.8, 3.1, 0.9, 1.1] ‘ softmax ‘ [ ;sgng:';;SA ]
(picked 62% the times)
£ =Wyhy € RY l
[ oli Temperature T oli/T 29.1

j= Py

. 0
RS
s sEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEEE AR R EEEEEEEEEEEEEEEEEEEEAEEEEEEEEEEEEEEEEEEESEEEEESEEEEESEEEEEEEEEEEsEEEEssEEEEst

T = 0.1 SHARP T = 1.0 FLAT T = 2.0

99.9%
64%
36%
21% 5 1% 22%
o,
0% 0% 0.02% 0% 0% 0.08% _0% 0% 2% 1% Lo 1% 0% 2% 3% —rn 4% 4% 3% 1) (4
wizard mixer glow potion dragon drinks fire troll smash wizard mixer glow potion dragon drinks fire troll smash wizard mixer glow potion dragon drinks fire troll smash

® O
QOCO00
® OCO00) x C) 4
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Temperature — controlling how peaked the distribution is
e ey

T = 0.1 SHARP T = 1.0 FLAT T = 2.0

99.9%

64%

36%
21% 22%

0% 0% 0.02% 0% 0% 0.08% _0% 0% 2% 1% O 1% oo T 20 _3 -t % 4% 3% 7% 8
wizard  mixer glow  potion  dragon  drinks  fire  troll smash wizara  mixer  glow  potion  dragon  drinks  fire  troll smash wizard  mixer  glow  potion  dragon  drinks  fire troll smash
= T — 0 (greedy). The output collapses onto the = T = 0.7 (typical). The default for most chat-

highest-logit token with probability 1. The style APlIs. A balance: top tokens are strongly

model becomes deterministic: “always pick preferred, but there is enough breadth that

the best”. This is what you use when you want outputs feel natural and not robotic.

the safest, most predictable completion —

generating code that compiles or answering a = T = 1.0 (unscaled). The distribution that

factual question. actually came out of the model’s head,

unmodified. Often what researchers report.
= T = 0.3 (low). The distribution is sharpened

but not collapsed. Top tokens dominate but = T = 1.5 or higher. The distribution is flattened;
occasionally a runner-up wins. Good for code improbable tokens get meaningful probability

L. that needs tOt\_/ary S"gtf][ﬂytaC"OtShS rgn)s (e.g. mass. Creative, weird, occasionally incoherent.
BOBCDO00N name generation, unit-test syntnesis). Useful for brainstorming. Dangerous for code.
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Top-k and top-p (nucleus) sampling

Temperature alone is not enough

Two filtering techniques tame the talil.

= Top-k sampling. Keep the k highest-probability
tokens, zero the rest, renormalise.

= Typical k: 40, 50, 100. Fixed cut — does not adapt
to confidence.

= Top-p (nucleus) sampling. Keep the smallest
set whose cumulative probability reaches p,

then renormalise.
= Typical p: 0.9-0.95. Adaptive — narrow when
confident, wide when uncertain.

o 0 @
0.“..:.
®
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62%

0
1% 2% 1% e 1% 1% 3% 3%
| —_—tn R

<BOS> wizard mixer glow potion dragon drinks fire troll smash

Even at moderate temperatures,
softmax assigns some probability to
pathologically rare tokens — the
long tail of the vocabulary that almost
never makes sense in any context.
Sampling from it occasionally
produces genuinely broken output.
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N/
Decoding Parameter: 5 — Hyperparameter:
[racking all the Parameter oo T Emtoddn Dimonsi
q top-p—p Embedding Dimension — d
top k — k Number of Layers — N
Number of Heads — heads
Nonlinearity — ¢ (ReLU, GeLU, SwiGLU)
J \\
Layer Parameter: 12d? + 9d Layer Parameter: 12d% + 9d
Attention Parameter: 4d? Attention Parameter: 4d?
FFN Parameter: 8d% + 5d FFN Parameter: 8d? + 5d
WieR®4,  pleRM,  wieRid, pleR? TranSformer total: wieR™4,  pleR,  wheRridd,  pleR? . .
Embedding: d V Layer Norm Parameter: 4d N 12d2 9d Layer Norm Parameter: 4d Loglt Parameter- d V
E E vad ylere e R, plpre g gd,  ylpost g Re, plpost e R ylore g gd,  plpre ¢ R, ylpost ¢ Rd, pipost € Rd U
S Jo T X
( 1
v : : v

! Layer 1 Layer N ] Logits
<BOS> 0.12 -.34 0.56 -.78 0.91 -.23 I I
I 1
dragon 0.7 -.11 043 -5z 0.2 0.8 Il Attention — tokens look at R Attention — tokens look at | !

e I |~
_ ‘: each other —) each other ' £ =Wyhr € RV
rinee (i RS Wl R g s 1] FFN —process & refine FFN — process & refine I
I 1
: : P\

Embedding \ )

Lookup
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Total number of parameter:

12Nd?* + (2V + 9)d
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The Key Insight

All these dimensions — V, d, N, H— are baked into the parameters.

Once chosen, they are fixed for the lifetime of the model.

The sequence length T is not — same parameters handles any T.

This is what makes a Transformer one model that generalizes across sequence lengths — not a
different model per length.
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~ Decoder-only LLM
" parameter accounting

From GP1-2 / GPT-3 to
Llama, Mistral, Qwen, Mixtral

ccccccccccccccc
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What changes in the parameter budget?

= Classic GPT-style dense blocks converge to ~1/3 attention and ~2/3 FFN at large scale.

= Modern open LLMs shift parameters away from attention via GQA/MQA (Grouped
Query Attention / Multi-Query Attention) and toward SwiGLU FFNs.

= Embeddings become material again when the vocabulary expands (e.g., Llama 3,

Qwen2.5).
= MoE (Mixture of Experts) models separate total parameters from active parameters
per token.
GPT-2 / GPT-3 LLaMA family Llama 2 / Mistral Mixtral
> . =
dense MHA + GELU SwiGLU + RoPE +GQA + sparse MoE

Goal: compare how many parameters sit in embeddings / logits vs attention vs FFN
o e across representative model families.
() 0-: OO0 x C)
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Classic GPT block vs modern LLaMA-style block

Notation: d = embedding dimension, V = vocabulary, d_ff = FFN width, h_qg = query heads, h_kv = KV heads, E = experts, k = active experts

Classic dense decoder (GPT-2 / GPT-3 style) Modern open LLM block (LLaMA / Mistral / Qwen)

= Layer norms = 4d per layer (2 x [y,B]) = RMSNorm = 2d per layer
= Attention =4d* (Q,K,V,0 all d—d) = GQA/MQA attention =d?*(2 + 2h_kv/h_Qq)
= FFN (GELU) =8d?+ 5d = SwiGLU FFN = 3dd _ff
= Token embedding = Vd = Token embedding = Vd
= Logits head =Vd = Logits head =Vd
= Positional embeddings =n_maxd (learned = ROoPE = 0 trainable parameters
absolute positions) = MoE FFN total = E-3dd_ff, active = k-3dd_ff
= Typical split at scale attention = 1/3, FFN = 2/3 = Typical split at scale attention = 16—-18%, FFN
= 78-82%

v Main driver of the shift: reduced K/V projections + larger
fm - SwiGLU FFNs + untied large-vocab heads.
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Representative breakdowns: dense decoder families

Bars show share of trainable parameters in embeddings + logits vs attention vs FFN. Layer norms and tiny routing terms are omitted from the bars.

[l Emb + logits [l Attention B FFN/ MoE
Model Total params Parameter share by component Architecture note
GPT2117M o128 I oo oo
31.7% 22.8% 45.5%

GPT-2XL 1568 N o oo

5.3% 31.6% 63.1%

GPT31758* 468 NN vt coun

0.4% 33.2% 66.4%

LLaMA-17B 6748 N I Sl R

3.9% 31.9% 64.2%

Takeaway: once width and depth grow, dense GPT-style models are overwhelmingly an attention + FFN story, with FFN dominating

) @ .
o m e by ~2x over attention.
(]
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Representative breakdowns: modern open LLMs

Bars show share of trainable parameters in embeddings + logits vs attention vs FFN. Layer norms and tiny routing terms are omitted from the bars.

[l Emb + logits [l Attention B FFN/ MoE
Model Total params Parameter share by component Architecture note
Llama-270B  69.08 I co e/
0.8% 17.5% 81.7%
Mistral 7B 7.248 I cosw
3.6% 18.5% 77.8%
Llama-388 8038 I . 2o
13.1% 16.7% 70.2%
Qwen2.572B  72.78 I sokvocas
3.4% 16.6% 80.0%
. 46.7B total /
Mixtral 8x7B v I -
12.9B active [ 8 experts, top-2
0.6% 2.9% 96.5%
() ®
d W . Takeaway: GQA pushes dense modern models toward ~16—18% attention and ~78—-82% FFN; large vocabularies matter again,
R and MoE separates total from active parameters.
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